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Executive Summary

The core goal of ENVISION is to provide an infrastructure for supporting users with little
technical skills in the process of semantic discovery and adaptive chaining and composition
of environmental models provided as services. In this context, the purpose of this deliverable
is to identify a core set of requirements with respect to the composition of environmental
services in the ENVISION infrastructure, and lay down the architectural foundations for the
ENVISION composition portal.

We start by identifying the user roles and their activities as far as their interaction with
the composition portal is concerned, and introduce the high level components of the com-
position portal and their interactions. We perform an analysis of existing relevant service
composition languages and tools, and argue for the need of explicit treatment of data medi-
ation and uncertainty handling in composition of environmental services. We conclude that
a service composition language based on (a subset of) the emerging Business Process Mod-
elling Notation (BPMN) standard, extended with declarative features for flexible modelling
of compositions and explicit treatment of data mediation and uncertainty would be the most
proper approach for the ENVISION composition langue. Consequently, extension of exist-
ing Web-based and open source BPMN tools such as Oryx have been identified as preferable
compared to building a new Web-based editor from scratch.

This deliverable is relevant to and should be considered by all technical work packages of
the project. In particular, WP1 will be able to better understand the possibilities of service
composition in ENVISION, WP2 will be able to analyse in more details the integration
possibilities of the composition portal with the components defined in the other WPs, and
WP6 will be able to have an overview of the composition portal from which executable
compositions should be generated.
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1. Introduction

A major objective in the ENVISION project is to provide a suitable infrastructure to de-
velop environmental decision portals. An important part of this will be to provide means to
discover, select and compose environmental services into new composite services.

There has been significant effort in the area of Web service composition [16, 30, 33]. For
environmental portals, it is necessary to extend the service composition capabilities to in-
clude a broader set of services such as OGC services [26] (including sensor-based services).

Traditionally service composition tools are desktop applications that require significant
effort for both initial installation as well as upgrades. The recent trend is to provide Web-
enabled modelling tools that support the so called Model as a Service (MaaS) idea. Such
Web-enabled tools require no local installation. A standard Web browser, Internet and a
user-based resource management is sufficient. ENVISION aims to exploit a Web-based in-
frastructure to ease the integration of services and tools from different sources.

We intend to reuse and extend the best practice from previous service composition lan-
guages. The goal is to provide a graphical modelling language which is suited for commu-
nication at a high level without unnecessary details, especially targeted to user with little IT
background (e.g. domain experts in areas such as landslide risk management analysis, oil
spill risk management, etc, who understand the environmental models and services that need
to be composed but don’t have enough IT background and understanding of Web service
composition techniques to actually provide executable compositions). At the same time, a
service composition model must be sufficiently precise so that executable artifacts can be
generated from it.

We will investigate if recent trends in the area of service composition can be used to
improve service composition modelling, e.g., declarative and aspect-oriented composition
modelling.

This deliverable provides an overview of the expected architecture of the MaaS composi-
tion portal. Furthermore, we analyse state of the art within service composition modelling
with respect to languages and tools. The current practice is too weak or lacking with re-
spect to data mediation and uncertainty modelling, and these issues are covered by separate
sections.

The remainder is structured as follows. Section 2 describes a proposed architecture of the
MaaS composition portal. Section 3 describes state of the art and current research interest
with respect to service composition languages. Section 4 presents some of the most inter-
esting tools for service composition modelling. Section 5 describes how we can deal with
data mediation. Section 6 presents uncertainty modelling. Finally, Section 7 concludes the
deliverable with initial recommendations for the path to take in ENVISION.
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2. Architectural Foundations for the
Composition Portal

This section identifies the overall architecture of a composition portal. Deliverable 2.1 pro-
vides a better overview of the whole ENVISION architecture, which can be helpful to under-
stand the context of the composition portal. Section 2.1 describes the composition designer
role and the activities that can be performed. Section 2.2 identifies the requirements of a
system that provides the needed activites. Section 2.3 describes how the composition portal
is organised into modules and how these modules rely on services.

2.1. User Role and Activities

The composition designer is the domain expert who will be able to compose new Web ser-
vices from existing data and processing Web services. The composite service is a visual
representation of the executable composition. The following is a list of the activities a com-
position designer should be able to perform:

• Create / Load / Save a workspace

• Create / View / Edit / Save a composition

• Specify control and data dependencies between tasks

• Edit / View properties of individual composition items

• Discover existing resources from the catalogue and combine them in a composition

• Validate a composition

• Transform a composition into BPEL

• Transform a composition into a WSDL description of an SOS service [4]

• Transform a composition into a WSDL description of a WPS service [5]

• Add / Edit a data mediation service

• Deploy a complete composition as a new service in a BPEL engine (provided by WP6),
and publish it in the catalogue to make it available as a new service

The next section describes these activities in more detail in relation to the implied require-
ments of the implementing system.
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2.2. Requirements

The core functional requirements for the composition portal are introduced through a mock-
up of the service composition portal as depicted in Figure 2.1.

2

Figure 2.1.: Module Configuration for the Service Composition Portal

The current logged in user is shown in the top left corner (User Module). The current
user’s profile can be edited (Edit User Profile) or we can switch from one user to another by
selecting first Logout and then Login.

The service composition portal has a customised view for the current user. The Resource
module contains a list of previously chosen services. The composition module contains the
active service composition and a list of resources for the user’s active workspace. Further-
more, Service Composition Actions at the bottom part of the composition portal allows the
user to save workspace, load from workspace, publish a composition and validate a compo-
sition.

To add new resources, the user will reuse the Catalogue portal to search for services. A
delete option will be provided in the Resource actions portlet.

The composition module is used to compose a set of services into a composite service.
Here, the order of execution and data exchange is specified by the composition designer.
There are three main kinds of data for the composite service: input data, intermediate data,
and output data. Unless the input data has a default value, it must always be provided as user
input when executing the composite service. Intermediate data is the output of some internal
service in the composition which is passed along as input to another internal service. The
output data are the produced end results from the composite service. They will typically be
presented to the end user. The details of the composition module depends on the choice of
composition language, which is discussed in Section 3.

Copyright c© ENVISION Consortium 2009-2012



  
      Public Project Deliverable   

Copyright  ENVISION Consortium 2009-2012      
 

Document metadata 
 
Quality assurors and contributors 
 

Quality assuror(s) George Athansopoulos (NKUA), Joël Langlois (BRGM) 

Contributor(s) All partners 

 
 
Version history 
 
Version Date Description 

0.1 20th of May 2010 Outline 

0.2 1st of June 2010 Draft of Section 2 

0.3 10th of June 2010 Draft of Sections 3 and 4 

0.4 14th of June 2010 Draft version ready for internal review 

1.0 30th of June 2010 Updated based on internal reviews from George and Joël 

   

 
   

In many practical cases, the output of previous services may not perfectly match the re-
quired input of the next service. A simple or more complicated data transformation may be
needed. This calls for mediation services. There must be a way to add mediation services or
mediation rules.

The involved services in the service composition are typically added from the resource
module onto the composition module. A service instance is then automatically created in the
composition view, where the service instance has the necessary properties set to precisely
invoke the service and the set of input and output parameters are also defined. If the resource
has a semantic annotation, then this information will typically also be automatically set in
the composition view. A Property module allows for editing the properties of the currently
selected item in the composition view. All the properties of an item are shown in the property
view, while some of these properties may also be edited and viewed directly within or next
to its associated graphical icon in the service composition view. Some properties may be
read-only, such as the type of a specific resource being a Web service.

Ideally, all the services we need in the composition are available and searchable from the
Catalogue portal. Realistically, some of the needed services may need to be developed. It is
suitable to allow the insertion of such not-yet-developed services. Such a service will then
have to be implemented first, before the composition is complete.

A complete service composition can be validated so to check if it is properly and suf-
ficiently specified. The validation may be done within the composition module alone, or it
may involve a transformation to an execution format such as BPEL. In the latter case a BPEL
validation, to check if the generated BPEL file is a correct BPEL file, may serve as a valida-
tion of the service. The two approaches may also be mixed, by making a BPEL validation
and then translating the error report back to the user in relation to the graphical composition.

We need to provide three transformations from the composition:

• A BPEL generation to execute the internal actions of the composite service

• A WSDL generation to describe the syntactic interface of the composite service as an
SOS service

• A WSDL generation to describe the syntactic interface of the composite service as a
WPS service

A composite service that has been validated will be exposed as a WSDL-described service,
which is sent to the Catalogue portal for semantic annotation and publishing. This makes the
composite service available to new users just as any other service. A new composite service
may be semantically annotated by importing the service into the Semantic Annotation Portal.

2.3. Architecture Overview

An overview of the architecture is shown in Figure 2.2. The main module is the Service
Composition Module, where service compositions are created. A service composition is
composed of a set of interacting resources and data mediation services to connect the re-
sources in a proper manner.

The service composition editor may naturally be described as a four-layer architecture:
Web-Client-Server-DB. The Web interface layer provides a model view to the end-user in
Web browser. Typical technologies used in this layer include Javascript, HTML and Scalable
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Vector Graphics. The client layer provides a link between the Web interface and the back-
end server code, where Java servlet pages and Microsoft active server pages are candidate
technologies. The server side code provides the application logic which can be written in
traditional Java. Finally, the database (DB) layer enables persistent storage of the models,
where flat files, XML databases or traditional SQL databases are candidate technologies.

Figure 2.2.: Concept map of the modules and services

Our composition language will provide suitable means to visualise the different resource
types. The resource types include data services (e.g., WSDL-based, Web Feature Services,
Web Coverage Services), sensor web-enabled services (e.g., SOS, SPS) and processing ser-
vices (e.g., WPS).

When the user selects an entity in the service composition model, this entity will be sent
to the Property Module, where the properties of the entity are visualised.

Resources are inserted in the service composition model by selection from the Resource
Module. Finalised service compositions can be sent to the resource list and becomes then
available in new compositions or to be invoked as a stand alone service.

A Mediation Module will allow the user to select and specify an appropriate mediation
service. A mediation service can be specified in relation to the schemas of certain data
objects. At run-time, the mediation service will perform a transformation at the data instance
level. the Mediation Module is used by the user to create data mediation services.

A validation service provides means to do model checking and to ensure that the model
fulfills certain requirements. The validation does at least ensure that the service composition
model can be transformed into executable compositions.

The service composition model can be seen as a user-friendly view of the to be executed
service composition. In the model-driven setting of the ENVISION platform, the service
composition model is used to generate executable artefacts, such as BPEL documents that
can be run in a BPEL engine.

The BPEL output service is used to automatically or semi-automatically transform from
our graphical composition model to the textual executable composition format. The input to
such a transformation can be an XML format of the BPMN model. The generation may be
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semi-automatic if it can be configured from a configuration file or by user input provided in
user dialogues. The deployment service depends on the BPEL output service and will deploy
a generated BPEL document on a Web server so that it becomes available for other users to
invoke.

The SOS and WPS output services are used to generate interface descriptions of the com-
posite service. These generations are automatic or semi-automatic. WSDL should be gener-
ated since this is the de-facto standard for Web service interface descriptions.

The resources, Web services, processing services, sensor services and data mediation ser-
vices in Figure 2.2 are run-time services that will be called as part of execution of a service
composition. These services are not part of the generic fixed services to enable the ENVI-
SION infrastructure.

2.3.1. List of Modules

The service composition portal relies on four modules, which are described in more detail in
Section 2.3:

• The service composition module is the main module which shall be provided by SIN-
TEF

• The property module is implemented by SINTEF

• The mediation module is implemented by SINTEF

• The resource module is provided by BRGM

2.3.2. List of Services

The SOS/WPS/BPEL output services shall be developed by NKUA and SINTEF. NKUA
defines how the SOS/WPS/BPEL files shall look like, which is the target of the transforma-
tion. SINTEF needs to capture sufficient information in the graphical models to be able to
automatically generate the required SOS/WPS/BPEL output.

The deployment service shall be able to generate the necessary files to deploy the compo-
sition on an execution engine. More information about this service is given by deliverable
D6.1 which is specified in WP6.

SINTEF provides a validation service that will do some level of model checking of the
composition and assist the composition designer in making complete service compositions.
Finally, there is a user resource service, used by the resource module, which is developed by
BRGM.

UoM, UIBK and SINTEF will provide a mediation service that will assist the user in
specifying data transformations.
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3. Composition Languages

We will use a graphical language to allow for user-friendly specification of service compo-
sitions. The goal is to provide a sufficient level of abstraction, while still enabling sufficient
level of detail so that the graphical service compositions can be used to generate complete
executable service descriptions in e.g., BPEL. The composition language shall support the
ENVISION pilots, and also be generic enough to be used for more advanced scenarios.

As mentioned above, our composition language must be able to compose different kinds of
services including WSDL-based and OGC services. We also need to express the control and
data flow dependencies. The language should enable a proper balance between non-technical
specifications and more mature specifications.

In this section we first present alternative composition languages that have been most
popular in the last decade. Then we present some recent trends with a large research interest.
Traditional workflow languages are investigated to learn from the previous well-established
best practices. BPEL is explored because it is the de-facto standard for executable Web
service compositions. BPMN is considered because it is the de-facto standard for graphical
composition languages. UML is another candidate since it is the de-facto standard modelling
language which has been used by several approaches to model service compositions.

3.1. Traditional workflow languages

So called workflow languages supported by workflow management systems have been around
for a few decades. These languages have some high level control flow mechanisms, but free
from the low level details of programming languages.

The original workflow and business process languages were invented before the concept
of Web services and some even before the World Wide Web. With the growing interest for
Web services, support to invoke such services have been introduced in these languages or
new languages have been built from scratch to meet the new need.

The main focus of Web service composition languages has been to provide XML-based
specifications that are optimised for execution in a workflow management system. Most of
these languages are textual languages as opposed to the recent trends of providing graphical
languages for the workflow or business process designers.

Although the Workflow Management Coalition [42] has proposed to standardise a work-
flow language, called XPDL [44], there is still a very large number of different workflow
languages in use. However, quite many workflow management systems are capable of im-
porting and exporting XPDL.

According to van der Aalst et al. [37] there are four main perspectives supported by work-
flow languages: control flow, data, resource and operational. The existing workflow lan-
guages have varying support for these perspectives.

The control flow perspective have been well investigate by van der Aalst et al. who have
identified numerous control flow patterns of which the basic constructs are supported by most
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workflow languages. The basic constructs are sequence, iteration, splits (AND and XOR)
and joins (AND and XOR).

The resource perspective focuses on the involved actors, human resources and their roles.
The data perspective focuses on the data objects being passed around in or across the systems.
The operational perspective identifies the activities that the system actors can perform.

Some workflow languages are only used to express informal models without a precise
semantics. Others are grounded by a formal foundation or have specified mappings to exe-
cutable languages and artefacts.

Some workflow languages are based on Petri nets [40], e.g., YAWL [37] and UML 2
activity models [25]. Petri nets provide both a formal foundation and a graphical modelling
language.

Other workflow languages and approaches are based on process algebras, such as Hoare’s
Communicating Sequential Processes (CSP) [17]. CSP is a formal-based language to specify
interactions within concurrent systems.

ENVISION aims to reuse the best practices and abstractions provided by workflow lan-
guages. However, the imperative aspects and the low level technical details often found in
such workflow language hinder the usability of the languages (and/or their corresponding
graphical notations) by end users with little technical skills. Although we will use traditional
workflow language as input for the ENVISION composition language, our focus will be on
simple, declarative modeling aspects of compositions as discussed in the remaining of this
section.

3.2. Graphical BPEL

A disadvantage for the composition designer is that BPEL is an XML-based specification,
while a graphical notation to specify the compositions is preferred. Some approaches have
thus provided a graphical editor of BPEL specifications. An approach taken by Gardner [14]
uses UML activity models to specify compositions that can be mapped to BPEL. BPEL types
are introduced as stereotypes in UML and the way of using UML activity models is tightly
coupled to the BPEL language.

In our opinion a tight coupling to BPEL is undesirable, since this provides a graphical
notation which is not the best conceptual view of a composition for non-technical users. In
a typical graphical BPEL notation, receive and reply are activities, while they ideally should
be input and output parameters of an associated service to be invoked. In general, BPEL has
a relatively poor and implicit way of expressing data flow. We conclude that our graphical
notation for composition modelling should not be a graphical BPEL variant.

As in the case of traditional workflow languages briefly discussed above, BPEL suffers
from the same complexity and low level details that make it hard for users with little tech-
nical skills to easily use it for specifying service compositions. Nevertheless, since BPEL
is used in ENVISION for the execution of service compositions, a link to BPEL will have
to be established, through the design of a transformation from the ENVISION composition
language to BPEL (and its extensions provided in WP6).

3.3. Business Process Modelling Notation (BPMN)

The Business Process Modelling Notation (BPMN) is an OMG specification for modelling
compositions with a graphical notation. A version 2 of BPMN has recently been released
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[27].
BPMN aims to be intuitive and easy to use for domain experts and system designers as an

alternative to the XML-based composition languages that can be hard to understand for the
users.

In addition, BPMN is designed to enable an automated mapping to BPEL for a subset of
the language. A proposed mapping to BPEL is part of the BPMN specification. However,
the proposed mapping to BPEL relies on using BPMN as a ’graphical BPEL’ language. We
believe that BPMN can be used in a more intuitive manner to make it more user-friendly, but
this requires us to also specify the mapping to BPEL ourselves.

BPMN provides three basic sub-model types: process, choreography and collaboration.
A process consists of an ordered flow of activities and is executed by a single controller.
A choreography also consists of an ordered flow of activities, but with different controllers
for each involved process. A collaboration depicts interactions between several processes.
Collaborations include the concept of conversation which can model a dialogue of commu-
nication between two entities. This is in contrast to executing each entity only once in a
process specification. A process can be mapped to a BPEL document. A choreography will
be mapped to several BPEL documents, one for each process.

BPMN combines a procedural way of specifying the order of activities and an event-based
model. This allows for rich support of the control flow patterns identified in [38].

BPMN provides the basic control flow constructs, such as start, end, event and its gate-
ways. Gateways are used to model advanced control flow patterns in addition to branching of
standard types e.g., or, xor, and. There is rich support for exception handling, transactions,
recovery and compensation mechanisms.

Activities are depicted with a small icon in the top left part to indicate its task type (Fig-
ure 3.1). Possible task types include service, human and manual. A service task is fully
automatic, a human task is performed by a human and a manual task is performed by a
human in interaction with tool support.BPMN ActivitiesBPMN Activities

Service task Human task Manual task

collapsed
sub-process

expanded
sub-process 

sub-process 

6

Figure 3.1.: Three different task types of an activity (taken from[27])

A BPMN model can be structured hierarchically by so-called collapsed and expanded
sub-processes (Figure 3.2). This gives better control over large models.

Data flow support is not the main scope of BPMN. However, BPMN still provides fairly
advanced constructs such as data collections and iteration over data objects. It is outside the
scope of BPMN to model data and information models. Instead, the specification proposes
XML Schema to model data types of the data objects in a BPMN model.

Since BPMN is the de-facto standard for modelling service compositions, it is a natural
candidate to be a starting point as the ENVISION composition language. It can also be used
at a high level, which can be understandable by non-technical users.
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BPMN ActivitiesBPMN Activities
Service task Human task Manual task

collapsed
sub-process

expanded
sub-process 

sub-process 

6

Figure 3.2.: A sub-process (taken from [27])

3.4. UML Activity Models

The language is quite similar to BPMN. Both are procedural style languages to represent the
execution order of activities with associated data flows and events. Many of the graphical
symbols in the two languages resemble each other. The two languages have almost identical
expressiveness with respect to control flow patterns, as investigated by White in [39].

UML activity models (in version 2) have a more general scope than BPMN. The BPMN
metamodel is tailored for the specification of service compositions, while standard extension
mechanisms, such as stereotypes, are needed to adapt UML activity models to service com-
position. We may for instance need a stereotype to indicate the difference between a manual
and an automated task.

BPMN covers a larger scope than UML activity models. UML activity models covers only
the process part and not the choreography and collaboration parts of BPMN. However, some
of the missing parts may potentially be captured by some of the other diagram types in the
UML family.

UML activity models provide a graphical notation for input and output data objects called
’pins’. This is a dramatic improvement of visualising the data flow in a process diagram
compared to BPMN and UML version 1. There may be multiple input parameters and mul-
tiple output parameters associated with an activity. The compact pin notation can model this
in an intuitive way without cluttering the diagram with many large data object symbols.

In Figure 3.3 we show a travel package service as a UML activity model, which corre-
sponds to a BPEL example from Charfi and Mezini [2]. The service takes the relevant cities
(fromCity and toCity) and the travel dates as input, and returns information about possible
flights and hotels. Internally, this composite Web service calls a flight service and a hotel ser-
vice, sequentially one after the other. Notice the usage of pin notation to depict all the input
and output parameters of an activity/service. The example is given in SINTEF’s composition
studio tool, which is based on UML activity models. Here, the pin notation is extended with
an arrow inside the pin box to indicate clearly if the pin is an input or an output pin.

It is more strategic to choose BPMN instead of UML in ENVISION, since this is better
aligned with the current trend in the service composition community. This is reflected by the
number of BPMN tools and also by the interest from the industry.
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Listing 1 of a Travel Service –
BPEL in UML

Flight Service
{portType=“LufthansaPT“, ...

operation=“findAFlight"}

flightResponse

Hotel Service
{portType=“HotelPT“, ...
operation=“findARoom"}

hotelResponse

fromCity toCity fromDate toDate

flightInfo hotelInfo

Figure 3.3.: BPEL travel package service represented as a UML activity diagram

3.5. Recent Trends to Improve Service Composition
Modelling

While the above composition languages are well established in the literature and service
composition practice, there are several recent trends that aim at improving specification of
service compositions by non-technical users or users with little technical knowledge. In
particular, flexibility in specifying service compositions is seen as a core feature in enabling
a widespread adaption of service composition languages by users with little technical skills.
This aspect is of particular interest to the ENVISION service composition language which
is targeted at users with little technical skills. Consequently, in this section we review the
most relevant languages and techniques for enabling service composition by users with little
technical skills: mashups languages, declarative composition languages, aspects in service
compositions, and the OMG SoaML language.

3.5.1. Mashups

The core idea behind the emerging notion of web mashups is to create new content by reusing
and combining existing content from heterogeneous sources on the Web. Although this idea
is not new, the main advantage claimed by mashups is that even people with no knowledge
of programming languages can easily build new Web applications. Another claimed advan-
tage is that the execution of mashups is not performed by black-box systems (like in the
service-oriented execution) but rather user-driven, resulting in a more transparent resource
integration process compared to conventional application integration platforms [20].

Different approaches, technologies, and tools have been developed in the mashups area,
with a focus on mashups architectures, the actual creation of composite services, and sup-
porting tools [7]. In [21] four paradigms are mentioned for service composition in mashups:
a) programming-by-example (using a particular instance of execution, input-output relations,
or existing programs as basis for creating new programs); b) visual programming (replacing
the textual programming notation with graphical notation, e.g. blocks and connectors); c)
forms-based creation (e.g. using forms, tables, assembly canvases for specifying compo-
sition); and d) script-based creation. These paradigms (or a combination of them) are re-
flected in over 4800 public mashups registered at ProgrammableWeb.com to date. Although
mashups are becoming more and more popular, the vision that non-technical users would be
able to easily build Web applications is far from being achieved. Up to now, mashups remain
rather a developer-only phenomenon, with little non-technical user involvement in the direct
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creation of mashups. Moreover, the lack of a standardised language for mashups creation
hinders the portability of mashup designs and the interoperability of mashup solutions.

The web nature of mashups and their focus on non-technical users appear attractive for the
ENVISION composition portal. However, the lack of a standardised composition language
for mashups and the fragmentation of the technologies and tools in this area indicate that
mashups technologies are not yet mature enough to serve as a solid foundation for composi-
tion of environmental models exposed as services.

3.5.2. Declarative process modelling

Declarative process modelling has emerged recently as a way to tackle the limited flexibility
and overspecification found in the procedural modelling paradigm of traditional workflow
languages. The focus shifts from the specification of how the process works to what the
process does, emphasising on what the essential characteristics of the process are and not on
how the process works.

Traditional workflow languages use a procedural specification style to explicitly (i.e., step-
by-step) specify the execution procedure of a workflow. This means that every valid execu-
tion path needs to be explicitly captured by the representation. On the other hand, declarative
approaches are based on constraints, meaning that any execution path is possible as long as
it is not explicitly forbidden. Therefore, declarative approaches provide support to implicitly
specify the execution procedure by means of constraints: any execution path that does not
violate constraints is possible. In general, the more a process modelling language relies on
providing the mere requirements on acceptable behaviour, the more declarative it is. A more
detailed comparison of procedural vs declarative process modelling can be found in [11, 12].

Representative declarative languages include [32] and [29]. In [32], a declarative con-
straint language is proposed for modelling service compositions and policies. The language
is based on a set of constraints, which can arbitrarily be composed in conjunction or disjunc-
tion:

1. Primitive constraints such as existence(a, n) (i.e. task a must execute at least n times
(n ≥ 1)), absence(a) (i.e. task a must not execute), or exactly(a, n) (i.e. task a must
execute exactly n times (n ≥ 1)),

2. Serial constraints such as a f ter(a, b) (i.e. whenever a executes, b has to be executed
after it. Task b does not have to execute immediately after a, and several other instances
of a might execute before b does), be f ore(a, b) (i.e. whenever b executes, it must be
preceded by an execution of a. Task a does not have to execute immediately before b),
blocks(a, b) (i.e. if a executes, b can no longer be executed in the future),

3. Immediate serial constraints such as right-a f ter(a, b) (i.e. whenever a executes,
b has to execute immediately after it), not-right-a f ter(a, b) (i.e. whenever a and b
execute, b must not execute immediately after a), etc.

Furthermore, [32] can combine the constraints language with a more procedural style
of modelling which includes constructs such as sequence, explicit decision tasks (e.g. for
concurrent and conditional execution), etc.

The declarative specification of workflows appears attractive for the environmental do-
main, in particular for its flexibility in describing workflows in which human interactions are
needed. It is a desirable feature for the ENVISION service composition languages to contain
declarative features.
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3.5.3. Aspects for Process Modelling

Aspect-orientation has a potential to improve service composition modelling. Aspects enable
us to modularise repeating and cross-cutting model parts by a single model unit. This can
make a service composition model less overloaded with details and enable more efficient and
consistent specification of service composition models.

Aspect-orientation was first defined for traditional programming, as a means to take care of
’cross-cutting concerns’ in a modularised way. Cross-cutting code is specified in a separate
module, called an aspect. An aspect contains a pointcut that specifies where the aspect code
(also part of an aspect, and called the advice) shall be woven into the rest of the program
code. Without aspect-orientation, cross-cutting code would traditionally have to be scattered
and duplicated into multiple areas of the code. AspectJ [19], which specifies aspects for Java
code, is the most popular aspect language to date.

Aspects are introduced in many areas, and also for the BPEL language. The AO4BPEL
XML language [2] has been proposed as an aspect language to modularise cross-cutting
concerns in BPEL [18].

Aspect-oriented modelling aims to do the same for the modelling domain. In a model
weaving approach the aspects define cross-cutting concerns that can be woven with the main
model. There are two different strategies for specifying aspects for modelling languages.

The first approach follows the AspectJ way of defining an explicit joinpoint model that
identifies what kind of elements can be matched by a pointcut, an explicit advice model de-
scribing the type of effects to perform at the joinpoints (before, after and around in AspectJ).
This approach is taken in the recently proposed aspect language for BPMN [3].

Another approach is to use graph transformation as a generic way to specify aspects.
In this approach, there is no need for an explicit joinpoint and advice model. Instead the
powerful mechanisms of graph transformations allow for arbitrary structures to be matched
and transformed in various ways. This approach is taken by the MATA tool and it is further
discussed in relation to service composition model aspects in our paper to be published at
EDOC 2010 [15].

The introduction of aspects in ENVISIONs service compositions is useful if environmen-
tal compositions often contain cross-cutting concerns that without aspects need to be dupli-
cated and scattered into several places in the model(s). Examples of candidate cross-cutting
concerns in ENVISION are uncertainty modeling and logging.

3.5.4. SOAML

The SoaML (Service oriented architecture Modelling Language) specification [28] was cre-
ated in response to the UPMS (UML Profile and Metamodel for Services) RFP and describes
a UML profile and metamodel for the design of services within a service-oriented architec-
ture.

While service composition was not the focus of SoaML, the SoaML profile supports a
range of modelling requirements for service-oriented architectures, including the specifica-
tion of systems of services, the specification of individual service interfaces, and the speci-
fication of service implementations. This is done in such a way as to support the automatic
generation of derived artefacts following an MDA based approach. Concepts defined by
SoaML such as participants, collaborations, or capabilities appear relevant for environmen-
tal services, and therefore an alignment of the service composition language in ENVISION
with SoaML can be desirable.
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4. Composition Tools

We need a composition editor to manage and produce service compositions. The tool shall
be Web-enabled, meaning that a modeller shall be able to use a Web browser on different
PC’s to log in and do the modelling without installing any local desktop application. It also
eases the ability to collaborate for multiple participants in a distributed environment such as
in ENVISION.

Our aim is to experiment with cutting edge technology and demonstrate its use within
the composition tool. Hence, it is necessary that the tool is extensible and that we have full
control over the source code. The tool should provide code which is open source and well
documented.

It is also desirable that the tool can be used by non-technical users on one hand. On the
other hand, we require that the tool can be used by service composition designers in order to
produce precise models that can be translated to executable artefacts.

In order to integrate the composition tool with other tools it is important that there are
technically feasible ways to import and export compositions, and to allow for necessary
model transformations.

Our aim in ENVISION is to reuse an existing tool and extend it according to the needs
of ENVISION. Here, we review some relevant tools that support the relevant languages we
discussed in the previous section.

This section is organised as follows. Section 4.1 presents the existing composition stu-
dio tool developed by SINTEF. Section 4.2 presents an overview of existing BPMN tools.
Section 4.3 presents some promising mashup tools.

4.1. SINTEF Composition Studio

The SINTEF Composition Studio has been developed by SINTEF, partially supported by
previous EU projects (especially the recently ended SWING project [31]). The tool allows
to design service compositions that are based on UML 2 activity models.

There are several extensions to provide special support for service compositions. An activ-
ity can represent a Web service and provides tagged values to identify the exact Web service
by a reference to a WSDL file and the use port type and operation.

The tool allows for a clear separation between a goal-based task and its set of realising
services. Data objects may be assigned both a basic type (e.g., integer, string) or a semantic
type.

Several import and export capabilities are implemented. A WSDL file can be imported
into the tool and results in a set of available service operations and data types. A service
operation may be dragged onto an active composition in which an activity with the cor-
rect inputs, outputs and properties are automatically produced. Imported data types from a
WSDL file may be assigned as the type of data objects in the composition. A service com-
position may be exported to WSML [45] for execution in an execution engine called WSMX
[13].
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Workflows with UML 2 0?

/workflow specification/

Workflows with UML 2.0?

Input

Task

Iteration

Transformation

27

- 7 -
Output

Figure 4.1.: An example model in the service composition studio

Figure 4.1 shows an example model in the service composition studio. The composition
has one input parameter and one output parameter and a number of inner services. The circle
with a T symbol depicts transformation tasks which have been given a special graphical
notation. The example illustrates also support for iterations, where we get one iteration for
each object in a data object collection.

The composition studio is not Web-based. It is a desktop application developed in Eclipse
based on the Graphical Editing Framework [10]. Ongoing work looks into how existing
Eclipse applications may be ported to be available as Web applications, and specifically
for GEF-based applications [1]. In all cases the user needs to change or add some code to
make this transition. And the attempts so far have not been successful either. Our current
conclusion is thus that the composition studio cannot be used in the context of ENVISION.

4.2. BPMN Tools

BPMN is the de-facto standard for graphical modelling of business processes. There are
numerous BPMN tools around, and we have looked into a few in relation to our requirements
and needs.

Signavio, Lombardi Blueprint, Cordys, ProcessMaker, Gliffy, Ekuar, BaariumLive, IBM
Blueworks, AdeptiaBPM are all commercial Web-enabled BPMN modelling tools (refer-
ences to these tools can be found at [43]). These tools are not open source, which makes
them not as extensible as we want. In addition they have a monthly subscription fee, which
is not ideal.

The Oryx tool [36] is the most promising BPMN tool we have found so far. Oryx has been
designed to be extensible by the use of plug-ins, which is a clear advantage in our research
setting. It is open source and supports BPMN 2.0 as one of few BPMN tools. However,
the community which developed this tool has now commercialised the new versions as the
Signavio tool. The documentation is also weak for others to continue the development.
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Although, the tool supports importing and exporting XML formats of a model, there are
some bugs that need to be fixed. A screenshot of the tool is shown in Figure 4.2.

3
Figure 4.2.: A screen shot from the Oryx tool

The BxModeller [34] is another open source and Web-based BPMN v.1 modelling tool. A
BPMN model can be exported as XML files in the XPDL format [44].

BPMN Modeler [9] is an Eclipse-based tool that builds upon GMF and EMF [10]. It is
open source, supports BPEL export, but is currently only supporting BPMN version 1. The
main drawback is that BPMN modeler is not Web-based and thus seems not appropriate to
be chosen for the ENVISION project.

The Oryx tool is our current candidate to be used as the composition tool for the ENVI-
SION project.

4.3. Mashup Tools

Several mashup tools have been developed that provide functionalities for creating, storing,
and publishing service compositions as mashups. These mashup tools ranges from open-
source to highly expensive licence tools. Some of the vendors offer a coding editor for more
experienced developers while others focus on users with little technical skills. Relevant
mashups tools include:

• Yahoo! Pipes (http://pipes.yahoo.com): provides a data-flow composition language
with a focus on data integration via RSS or Atom feeds.

• IBM Mashup Center (http://www-01.ibm.com/software/info/mashup-center/): provides
a collaborative mechanism to combine various kind of widgets, however it does not ex-
plicitly support service composition.

• Intel Mash Maker (http://mashmaker.intel.com): provides a browser plug-in which
interprets annotations inside web pages allowing the personalisation of web pages with
widgets, however it does not explicitly support service composition.
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Figure 4.3.: A screenshot example in the mashArt Editor.

• JackBe Presto (http://www.jackbe.com): provides a Pipes-like approach for data mashups
and allows a portal-like aggregation of widgets.

• mashArt (http://mashart.org/): provides an integration approach for UI components,
data and application logic services. It comes with a lightweight runtime environment
running in the client browser.

Figure 4.3 provides a screenshot example in the mashArt editor, containing a composition
of services and UIs.

A detailed comparison of some of the most relevant mashups tools can be found in [21,
8]. As already mentioned in the previous section, mashup tools appear attractive for the
ENVISION composition portal, however the lack of standardisation in this area and the
fragmentation of the technologies and tools to support integration of services together with
various forms of UIs makes them a problematic technology (at least at this point in time) for
composition of environmental models exposed as services.
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5. Data Mediation

Traditional service composition languages and techniques primarily focus on representation
and construction of control flows between services, while the data aspect is often neglected.
Because of the distributed Web service environment, it is realistic to expect that mismatches
will occur in data exchanged between services. Understanding the meaning of the exchanged
data is fundamental to the correct interaction between services in a composition. Therefore,
how to mediate mismatched data becomes critical to Web services composition.

Recent approaches in the context of traditional WS-* services (e.g. [24]) as well as in the
context of OGC services (e.g. [23]) have argued for more holistic approaches to data medi-
ation in service composition, however the data mediation problem in service compositions
is far from being solved. Besides explicit support for data mediation in service composition
languages, design-time and run-time data transformation techniques and tools need to be
developed. Composition of environmental services exposed as services makes no exception
from such requirements and therefore the problem of data mediation in service composition
needs to be properly addressed in ENVISION.

Figure 1 provides an overview of the elements involved in XML data exchange between
two services in a service composition and the process by which an XML document is trans-
formed into another document.1

Figure 5.1.: Mediation components.

Service X (depicted on the left side of the picture) is expected to send the Source XML
message to Service Y. The Source XML message is compliant with an XSD schema (Source
XSD) made available by Service X such that the receivers of its XML messages can under-
stand the structure and meaning of such messages. Service Y (on the right side of the figure)

1To simplify the matters, data sent and received by services in a service composition is assumed to be in XML.
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processes XML messages (in our case Target XML) according to its own schema Target
XSD. If Target XSD differs from Source XSD, then Service X is faced with the problem
of having to process the Source XML message it does not understand. Therefore, the core
challenge is to generate the Target XML message from the Source XML message, given the
Source XSD schema and the Target XSD schema. A Transformation Layer is designed to ad-
dress this challenge by providing means to map the Source XSD to the Target XSD at design
time, and by providing an engine that implements the schema mappings at run time when
the Target XML needs to be generated from Source XML. The design-time component will
be part of the service composition portal, whereas the run-time execution component will be
part of the execution infrastructure.

This deliverable only briefly describes data mediation. Later deliverables will detail how
this is addressed in ENVISION.
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6. Uncertainty Modelling

”There are some things that you know to be true, and others that you know to be false; yet,
despite this extensive knowledge that you have, there remain many things whose truth or
falsity is not known to you. We say that you are uncertain about them. You are uncertain,
to varying degrees, about everything in the future; much of the past is hidden from you; and
there is a lot of the present about which you do not have full information. Uncertainty is
everywhere and you cannot escape from it.” [22]

Geographic Information (GI) is uncertain by nature. It is derived from measurements
of geographic space, using sensor limited by the capabilities of the used technology. It is
processed using geospatial algorithms, which generalise, infer, or merge data to generate new
data. Uncertainty is part - and therefore an important aspect - of GI throughout the complete
chain, starting with the creation of the data until its visualisation on a map. The following
section highlights current research and initiatives which aim for a better understanding of
uncertainty, and how technologies can better deal with this aspect of data quality.

6.1. What is uncertainty

Most data contains uncertainty, arising from sources which include measurement error, ob-
servation operator error, processing/modelling errors, or corruption. Processing this uncer-
tain data (typically through models, which can introduce their own errors), propagates the
uncertainty often unpredictably. Reliable and efficient data integration requires a descrip-
tion of its uncertainty which is as complete and detailed as possible. Characterisation and
quantification of uncertainty is critical when data is used for geospatial decision making.
Thus, there is a well-recognised need for GIS frameworks which can handle and ”under-
stand” incomplete knowledge in data inputs, in decision rules and in the geometries and
attributes modelled. A substantial literature exists on mechanisms for representing and en-
coding geospatial uncertainty and its propagation. However, no framework yet exists to de-
scribe and communicate uncertainty (either in GI data or more generally) in an interoperable
manner [41].

We can distinguish between the following two types of uncertainty which should be ex-
plicitly quantified for geographic information:

Input (i.e. measurement) errors: Typical input errors are due to imprecise measurements.
Regarding one particular observation, we have to deal with temporal and locational
uncertainty. The precision of a location taken from a GPS device, for example, de-
pends on the current distribution of the GPS satellites and the quality of the signal.
Actual measurement errors can be caused to wrongly calibrated sensors, or simply or
by technology which is not sensitive enough. In the case of the ENVISION project,
input errors appear for all input sources. The geological models are inferred from core
samples, which result from geologist extracting them from the field. During this sam-
pling process, a whole range of errors can appear due to the human factor (which are
obviously hard to quantify).
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Model errors: In contrary to errors in the data acquisition, model errors are more easy to
specify and quantify. As long as the models are following algorithmic-based mathe-
matical functions, errors can be directly derived from the input. The interpolation of
core samples into a 3D model representing geological layers does, for example, intro-
duce uncertainty. The further away the estimated values from ground truth (the actual
samples) are, the larger its uncertainty has to be assumed. The further away the inter-
polated value, the higher we can estimate its uncertainty. Still, this is a simplified view
on uncertainty based on the assumptions that geological layers only change gradually.

6.2. Standards for encoding uncertainty

Recent developments for sensor observation modelling within the Open Geospatial Consor-
tium (e.g. the Observations & Measurements standard [6]) have opened opportunities for
interoperable, sensor-derived datasets to be exchanged over the Internet. As this Sensor-Web
community grows, an increasing volume of data will become available and require process-
ing, and much of this data will be used for decision support. However, rational decision-
making using incomplete knowledge (i.e. sensor measurements) is only possible if we can
quantify the uncertainty inherent in those measurements, and the uncertainty which is intro-
duced or increased by subsequent processing. To be truly valuable in the context of ”discov-
erable” Web Services and datasets (for example, within automatic online risk management
chains), this uncertainty must be represented in an interoperable manner.

The Uncertainty Markup Language (UncertML) is an XML encoding for the transport
and storage of information about uncertain quatities, with emphasis on quantitative repre-
sentations based on probability theory. The interoperable model can be used to describe
uncertainty in a variety of ways including:

• Realisations or sampled data.

• Statistics including means, variances, standard deviations and quantiles.

• Probability distributions including both marginal and joint distributions and mixture
models (at each point of a regular grid, or jointly over the entire grid?).

UncertML is currently not an official standard encoding specification. Its version 1.0.0 is
described as OGC Discussion Paper. It was included in the Open Geospatial Consortium’s
OWS-6 test bed.

6.3. Uncertainty in service compositions

The “Model Web” is described as a dynamic modelling infrastructure composed of loosely
coupled models that interact via Web services, and are independently developed, managed
and operated. The core algorithms of the model are then provided as Web services (i.e. OGC
Web Processing Service), which consume input data coming from other Web services (i.e.
an OGC Sensor Observation Service). The whole model is a composition of the various Web
services.

When the input to a model algorithms includes information about its uncertainty, this
metadata has to be included (and maybe updated) in its output. If intermediate uncertainty
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is not specified, it is very difficult to judge the reliability of the final product of that ser-
vice composition. Outputs from environmental service chains may therefore have poor or
unknown quality, and this will impair decision making.

The representation of uncertainty in the Web context has been addressed from a range
of perspectives, and while the geospatial community has been particularly engaged with
this issue, no standard solution exists yet. Most work has focused on data accuracy, and
often uses semantic Web technology to communicate this. Existing implementations are
limited to simple metadata descriptions of uncertainty, often based on the standard deviation
of the uncertain quantity, and many lack a firm definition of what the uncertainty measure
represents.

6.4. The ENVISION Approach to Uncertainty Handling

The European research project “Uncertainty Enabled Model Web (UncertWeb)” [35] builds
on the ModelWeb concept. Its main contribution will be in the discovery of models and the
chaining of services characterised by accountable and automatic uncertainty quantification,
for analysis and modelling of real-world environmental systems.

The goals of the project are, amongst others:

• Create the Uncertainty enabled Model Web by allowing interoperability between data
and models with quantified uncertainty, building on existing open, international stan-
dards.

• Develop encoding standards, service interface profiles, discovery and chaining mech-
anism and open source implementations, and generic tools to realise a “model web”
that takes uncertainty in data and models fully into account.

• Not developing new methods for uncertainty propagation, but rather on integrating
state-of-the-art methods.

The ENVISION project will integrate the results of the UncertWeb project into the pro-
posed ENVISION infrastructure. UncertML is the standard used for the quantification of
uncertainty proposed in the UncertWeb project.
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7. Conclusions and Outlook

Composition of environmental services plays a key role in the ENVISION infrastructure: it
aims to enable users with little technical skills to compose environmental models exposed as
services, to create new value-added services, and publish them on the Web. In this deliver-
able, we provided a first set of requirements for the service composition portal, identified the
key actors and their actions when interacting with the composition portal, and laid down the
architectural foundations of the composition portal in terms of core modules, services, and
their interactions.

The choice of a proper composition language is a key aspect of composition portal, since
it should provide support for flexible specification of compositions by non-technical users.
In this respect, we have investigated the state of the art in the area of composition languages,
focusing on well established specification languages such as traditional workflow languages,
BPEL, UML, and BPMN. Recognising the limitations of such well established composition
languages as far as support for high-level and flexible specification is concerned, we have re-
viewed emerging languages and approaches for end-user composition, focusing on mashups,
declarative modelling, and aspects in service compositions. At the same time, we argued for
the need of explicit treatment of data mediation and uncertainty handling in composition of
environmental services. We conclude that a service composition language based on (a sub-
set of) the emerging Business Process Modelling Notation (BPMN) standard, extended with
declarative features for flexible modelling of compositions and explicit treatment of data me-
diation and uncertainty would be the most proper approach for the ENVISION composition
language.

As far as tooling is concerned, we have investigate several composition tools that could
potentially support the language requirements mentioned above, and at the same time being
Web-based. Eclipse-based such as the SWING Composition Studio, BPEL or BPMN editors
turned out to be very difficult to port on the Web. Mashups tools appear immature at this
stage, and lack of standardisation in this area and the fragmentation of the technologies and
tools to support integration of services together with various forms of UIs makes them a
risky choice as the underlying tool for the ENVISION composition portal. On the other
hand, existing Web-based and open source BPMN tools such as Oryx appear attractive as
the baseline for the ENVISION composition portal tool. It requires less effort to extend
Oryx with the needs of the ENVISION composition language, instead of building a new
Web-based composition editor from scratch.

This deliverable serves as a strong basis for further work in this work package, as well as
other technical work packages of the project. In particular, WP1 shall be able to better under-
stand the possibilities of service composition in ENVISION, WP2 shall be able to analyse
in more details the integration possibilities of the composition portal with the components
defined in the other WPs, and WP6 shall be able to have an overview of the composition
portal from which executable compositions should be generated.

In the next phase of the work in the work package, we plan to focus on the design of the
composition language, by taking a subset of BPMN as a starting point, and extending it with
declarative features, and explicit treatment of data mediation and uncertainty. At the same
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time, we will further investigate the suitability of Web-based BPMN-based tools (such as
Oryx) as the tool basis for the ENVISION composition portal.
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A. Appendices

A.1. Common Terminology

• adaptive chaining. A composition of services that can be adapted due to contextual
changes.

• environmental service. A service that retrieves environmental information.

• composition portal. A Web-based front-end where a user can specify compositions.

• service composition language. A language in which one can specify service composi-
tions.

• data mediation. The process of transforming or extracting information from one (or
more) data source(s) into one (or more) other data variable(s).

• uncertainty. The impreciseness associated with the output of services. A data value
which may be inaccurate has a certain degree of uncertainty.

• Business Process Modelling Notation (BPMN). A service composition language.

• environmental decision portal. A Web-based front-end that assists a user in making
environmental decisions by providing relevant environmental information.

• Model as a Service (MaaS). A framework that provides the capability to do modeling
in a Web browser.

• graphical modelling language. A service composition language which is expressed by
using a graph-like structure or visual icons as opposed to a textual modelling language.

• composite service. The executable combination of existing Web Services. A Web
service by itself.

• Java servlet pages. A Java framework that enables the development of Web-based
applications.

• Microsoft active server pages. A Microsoft framework that enables the development
of Web-based applications.
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