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Executive Summary 
The challenges raised by the contemporary service oriented systems, as well as the web reform, 

i.e. the emergence of several new types of services (e.g. OGC services, Web services, etc.) and 
information sources, deem for novel tools and middleware. This middleware and the associated tools 
should accommodate the provision of adaptable service processes in a manner that will alleviate the 
burden of service oriented system developers. Aspects such as automated process adaptation, 
execution and service mediation are of high importance. 

This deliverable aims to address these needs with the specification of the Envision Execution 
Infrastructure that will facilitate the following requirements: 

- Enhancement of service processes so as to facilitate their adaptation based on information 
collected from external sources 

- Collection and management of semantically annotated contextual information stemming from 
several sources 

- Distributed execution of adaptable service processes comprising both semantically annotated 
Web services and OGC services 

- Semantically based mediation of service I/Os 

In doing so, we will provide a description of the Envision Execution Infrastructure architecture, the 
main comprising components, their characteristics and properties. This infrastructure will be a core 
component of the Envision platform, leveraging the execution of Environmental process models that 
are provided in the form of Models as a Service (MaaS). The outcomes returned from the execution of 
the service processes will be returned to the requesting users via the Envision Portal. 

We would like to note that this is the first release of the architecture specification document. 
Modifications and updates to the architecture are expected as the development of the infrastructure 
progresses. Therefore, this version should not be considered as an in-depth description of the 
Envision Execution Infrastructure. To facilitate the expected updates of the architecture, the task 
related to the specification of the architecture will continue till month 18 of the project working period. 
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1 Introduction 
The web is shifting towards the Service-Oriented Computing (SOC) paradigm. SOC has been 

extensively advocated as the modern computing trend, which revolutionizes the development of 
business and scientific systems facilitating the distributed and loosely coupled development. A basic 
characteristic of this approach is the introduction of new mechanisms and approaches, which leverage 
the reuse of constituent components. Complex functionality can be provided via the integration of 
existing simpler services and higher level control structures.  

One of the grand challenges to be met by this paradigm ( [1], [2]) is the provision of adaptable 
service processes1

3
 comprising several types of services, apart from the well known instantiation of the 

service oriented model, e.g. Web services [ ], OGC services [4]. Adaptable service processes, as it 
has been articulated by several researchers, e.g. Casati et al. [5], normally refer to processes that are 
able to “adapt to changes in the environment and/or to the needs of their users”. Meeting this 
challenge becomes much more difficult by information sources currently emerging within the World 
Wide Web, e.g. Social networks and Agent-based systems. Within this context, the provision of 
adaptable service processes, apart from services must also consider the integration of information 
emerging from unspecified and uncontrolled sources. 

This poses additional requirements on the contemporary approaches and mechanisms catering for 
the provision of Service Oriented Systems. Most of them adhere to static and inflexible models that are 
based on well known protocols and standards, such as WS-BPEL [6]. Process designers usually 
design processes which are inflexible, i.e. do not accommodate adaptation or evolution points that can 
be asserted at runtime, and static, i.e. process models that do not change through time. Moreover, 
considering that processes are usually created by designers at one stage and deployed by process 
providers at a later point in time, they may neither properly satisfy all specified needs nor convey the 
knowledge acquired by process providers up to the deployment stage.  

In addition, the challenge of service interoperation is further intensified by the existence of 
heterogeneous services. Accommodating the integration of diverse services, i.e. either of the same or 
of distinct type, deems for mediation strategies. Process designers have to come up with customized 
solutions whenever they are faced with incompatible services. In most cases, the provided mediators 
are based on the developer’s understanding of the application domain, and their reuse in other similar 
cases is questionable or even unachievable.  

Several approaches have emerged to address the provision of dynamic and customizable service 
processes. Most of them have primarily focused on the integration of specific types of services, i.e. 
Web services [7], and/or have neglected the utilization of additional information sources. For example, 
approaches based on AI Planning techniques ( [8], [9]) mainly facilitate the composition of W3C 
compliant Web services, neglecting the utilization of additional types of services and information 
sources. Along the same lines, contemporary Context Aware Computing (CAC) approaches although 
they exploit available information sources, they fail to consider additional types of services apart from 
Web services [10].  

Therefore, the provision of adaptable service compositions, comprising heterogeneous types of 
services, calls for novel approaches which leverage the reuse of services and available information 
sources as well as the automated mediation among incompatible services.  

This need is addressed by the Envision Execution Infrastructure middleware. A set of comprising 
components/middleware accommodate the aforementioned needs by relying on semantic annotations 
and advanced algorithms. The provided solutions will be adapted and evaluated within the context of 
Environmental Service models which constitute the application domain of the Envision project. 
Nevertheless, the infrastructure will be designed in an application domain independent manner so as 
to leverage its reuse within other contexts too. 

The goal of this deliverable is to present the properties and the architecture of such an 
infrastructure, which will be an integral part of the Envision platform. More specifically, this deliverable 
presents the main components, users and supported functionality of the middleware, which comprise 
the Envision Execution Infrastructure. It also presents an overview of the existing mechanisms and 

                                                      
1 hereafter called “service chains” interchangeably 
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tools that can be used for the provision of adaptable service processes, and a more detailed 
description of the contemporary State-of-the-Art in Appendix A. A detailed description of the Runtime 
Infrastructure Architecture along with its internals is also described. A summary of the presented 
architecture and a set of preliminary remarks on the provided properties is presented at the end. 
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2 Position of the Execution Infrastructure within the 
Envision Platform 

As it has been stated before, the Envision Execution Infrastructure is a core part of the Envision 
platform which aims to facilitate the execution and adaption of service chains. The basic assumption 
which dictates the design, implementation and operation of the Infrastructure is based on the 
observation that a service chain, comprising heterogeneous services, should be able to utilize the 
information available within its environment and adapt its execution accordingly [11].  

The list of objectives, attributed to the Envision Execution Infrastructure, as these have been 
articulated in the Description of Work (DoW) [12], includes the following:  

• Accommodate the adaptive service chaining based on collected information. 
• Support composition of Web [7] and OGC based types of services [4]. 
• Support semantically based data mediation among collaborating services 
• Leverage the distributed service chain execution 
• Facilitate the collection of information from several sources 

Serving these objectives requires the provision of many features, which accommodate several 
stages of the service-oriented development lifecycle, such as the design, deployment and 
execution of service chains. For example, the integration of distinct incompatible services clearly 
necessitates the use of mediation mechanisms even at the process design stage. 

 
Figure 1: Envision high level architecture 

 Figure 1 graphically illustrates the placement of the Envision Execution Infrastructure within the 
Envision platform and its integration with the rest of the platform components2

• The Service Composition Editor, which facilitates the design of service chains 

. The Infrastructure 
interacts with the following components: 

                                                      
2 A more detailed illustration of the Execution infrastructure components and their integration within the 
Envision platform is provided in Appendix B. 
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• The Semantic Service Catalogue, which facilitates the discovery of services 
• The constituent services of a process, e.g. Web Processing Services, Sensor Observation 

Services, and W3C compliant Web services. 
• The Scenario web sites, which provide the graphical user interface that supports the end-

user activities, e.g. decision making. At this stage and in accordance with the DoW [12] this 
interaction is performed through the use of W3C compliant Web service standards, i.e. 
service chains are exposed as W3C Web services. Nonetheless, the exposure of service 
chains as OGC compliant services is also under consideration. 

All these interactions take place at distinct phases of the service process development lifecycle and 
involve several (human) actors3

2.1 Identified Requirements  

.  In the following we present a list of requirements derived from the 
user, an overview of the Architecture of the Envision Execution Infrastructure along with a description 
of the provided services, and a short description of the accommodated user roles.  

Based on the needs raised by the Envision Pilot applications, i.e. Land Slide and Oil Spill scenarios 
[13], a refined list of additional requirements can be extracted. This list comprises requirements related 
to specific components of the Envision Execution Infrastructure and requirements applying to the 
infrastructure as a whole. The former are mainly related to functional properties of the Infrastructure 
components, whereas the latter comprise non-functional properties that should be accommodated by 
the infrastructure as a whole. Table 1 consists of the necessary requirements with a proper description 
of each one. 

Table 1: Execution Infrastructure Requirements 

ID Requirement Description 

R01 Performance One key characteristic of both pilot applications is the 
increased need for performance to facilitate the delivery of 
execution outcomes within a reasonable time frame. 

R02 Large volume of data Environmental processes normally involve the exchange and 
manipulation of large data volumes, e.g. sensor information. 
This need has been also highlighted by the Envision pilot 
applications.  

R03 Scalability The execution of multiple process instances which can 
involve the exchange of large volume of data, poses 
significant scalability constraints on the execution 
infrastructure. 

R04 User friendliness Considering that stakeholders interacting with such types of 
services and systems, i.e. Environmental systems, are 
usually non-ICT staff, their involvement and interaction with 
the system should be limited and intuitive. 

R05 Long Running Processes Considering the amount of time expected for the execution of 
the comprising steps in such processes, the total execution 
time of process instances is substantially long. This is the 
norm in all scientific systems/applications. 

R06 Use of OGC and Web 
services 

The provided service chains comprise of Web and OGC 
types of services mainly. 

R07 Multiple Information 
sources 

The specified pilot scenarios manipulate and exchange data 
that may come up from several information sources. 
Therefore the system should be able to address the use of 

                                                      
3 hereafter called User Roles interchangeably 
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distinct data-providing services and/or information sources. 

R08 Priority on ‘simple’ service 
chains 

As the pilot applications -and most of the existing 
environmental models- are mainly composed of small sets of 
services and simple control structures, the provision of such 
processes should be prioritized 

R09 Failure Anticipation  Apart from the use of relevant information at runtime, there is 
a keen interest by the pilot applications for the anticipation of 
service failures, i.e. anticipation of cases where a specific 
constituent service fails to return the expected output.  

R10 Adaptation Control Adaptations performed in environmental service models 
should be “controlled” and “approved” by the users so as to 
avoid the utilization of information sources (data services, or 
other types of information) which do not conform to the 
user’s constraints i.e. in terms of quality, geospatial 
constraints, etc.   

2.2 Overview of the Execution Infrastructure Architecture 
To facilitate the requirements and objectives posed for the Envision Execution Infrastructure a set 

of four main components have been employed. The list of components, which are briefly presented 
next includes the Semantic Context Space Engine (SCS Engine), the Process Optimizer, the Service 
Orchestration Engine and the Data Mediation Engine. A high level illustration of the components and 
their dependencies is presented in Figure 2. The user roles interacting with this components are briefly 
presented in section 2.3. 

 
Figure 2: Execution Infrastructure Architectural Components 

More details on these components as well as on their internals are presented in section 4. 
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2.2.1 Short description of the Main Architecture Components 
Briefly the list of components which are part of the Envision Execution Infrastructure provide for: 

- The SCS Engine provides an open4

- The Process Optimizer enables the provision of adaptable service processes, which are 
executed by the Service Orchestration Engine, and the extraction of information query templates 
that are executed by the SCS Engine.  

 space where one may place semantically annotated 
information. From a functional point of view the SCS Engine leverages clients to Write and 
Retrieve information and Logically Group information elements. 

- The Service Orchestration Engine enables the execution of service chains as well as the 
monitoring and reconfiguration of their respective instances; service chains are expressed as 
BPEL processes and comprise heterogeneous services e.g. Web, OGC service.  

- The Data Mediation Engine offers data mediation services that bridge the incompatibilities 
among the I/O messages of service operations which are part of a service chain. 

2.2.2 List of Provided Services 
The list of services implemented by the abovementioned components includes: 

- The Deployment Service which facilitates the deployment of service chains described in WS-
BPEL based notation [6].  

- The Monitoring Service which supports the retrieval of logged information for each running 
process instance. 

- The Runtime Data Mediation Service provides runtime transformation of data 
instances manipulated by service operations contained in a service 
chain. 

2.3 User Roles in Execution Infrastructure and their Activities 
Several (human) actors are associated to the operation and management of the Envision 

Execution Infrastructure facilitated by or facilitating the provided functionality, i.e. activities. The list of 
related roles and activities that have been identified at this stage of the Envision project are listed in 
the following.  

2.3.1 User Roles 
The list of roles related to the three main components of the Envision Execution Infrastructure i.e. 

Process Optimizer, SCS Engine and Service Orchestration Engine includes the Administrator, Process 
Deployer and User. More specifically these roles enable: 

• The Administrator: controls the operations of all Infrastructure components. The set of 
supported activities includes standard activities met in contemporary middleware such as 
user management operations as well as additional specialized activities related to the 
functionality and properties of the Infrastructure components 

• The Process Deployer: interacts directly with the Envision Execution Infrastructure to 
facilitate the deployment of already composed service chains 

• The End-User:  interact with the Envision Execution Infrastructure via the scenario web 
sites. A description of this role is presented in [14]. 

2.3.2 Supported Activities 
The Envision Execution Infrastructure doesn’t provide any specific activities for the direct 

interaction of End-Users.  

                                                      
4 The term ‘open’ refers to the type and/or number of participants, e.g, data-providers, that will 
exchange information via the space 
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3 Contemporary Approaches for Adaptation, Execution, 
and Data Mediation 

The Envision Execution Infrastructure lies within the borders of two broad research domains, i.e. 
the provision of adaptable service processes and the heterogeneous service mediation. A wide range 
of approaches and mechanisms have been proposed and applied in each of these two research fields. 
Most of the utilized approaches have been primarily based on the use of semantic annotations, e.g. 
OWL-S, WSMO.  

A detailed description of related mechanisms is presented in Appendix A. In the following we 
present an overview of this survey and an indication of the approaches, mechanisms and tools that 
are related to the approach applied by the Envision Execution Infrastructure.  

3.1 Adaptable Service Processes  
The provision of adaptable service processes and service oriented systems is a vision pursued by 

many researchers. Approaches across many research fields have been applied, however the ones 
that are currently gaining momentum, are stemming from the AI Planning and Context Aware 
Computing domains.   

AI techniques (especially AI planning [8]), have been extensively applied for the provision of 
dynamically composed service oriented orchestrations. Nonetheless, most of them focus on the 
provision of automatically constructed orchestrations (or similarly called task plans) which usually 
comprise only Web services. Along the same lines, the Context Aware Computing (CAC) community 
has applied considerable efforts towards the use of contextual information for the adaptation of web 
service compositions ( [10], [14]). Nevertheless, the majority of these approaches address neither the 
interoperability concerns raised by the multiple instantiations of the service oriented computing 
paradigm [15] nor the utilization of available and/or emerging information sources.  

Among the set of approaches that have been applied, the ones that seem to be fitting the needs of 
the Envision Execution Infrastructure are those based on the use of AI planning techniques. More 
specifically, an in-depth study of the proposed techniques and the adaptation problem, unveils a 
resemblance among the partial observable, non-deterministic planning problems [8] and the data-
driven adaptation approach of the Envision Execution Infrastructure. 

Along the same lines as in the ALLOW project [16], we also adhere to the principle of embedding 
adaptation within the service chain specification. Nevertheless, the requirements posed by the pilot 
application scenarios, e.g. the low complexity of the provided service processes or the required user 
friendliness, do not render the use of widespread adaptation mechanisms such as those employed in 
ALLOW, a first class choice for the Envision Execution Infrastructure. Within the Envision approach, 
the adaptation strategy is specified and configured at deployment time, using WS-BPEL [6] based 
constructs.  

For the specification of the adaptation strategy, AI Planning mechanisms such as the ones 
employed by Pistore et al. [17] or Bryce [18] can be used. Nonetheless, the anticipation of the 
constraints posed by the employed data-driven approach necessitate additional extensions such as 
the ones proposed by Athanasopoulos and Tsalgatidou in [11] or Au and Nau in [19]. 

As far as the collection and management of information, which will be used for the adaptation of 
service chains is concerned, this will be based on the use of semantically enhanced Tuplespace 
approaches ( [20], [21]). Nevertheless, to accommodate the constraints imposed by the pilot 
applications, e.g. use of geospatial information or the collection of various types of information from 
several sources, a customized solution is needed. The proposed mechanism will be based on existing 
middleware, such as the Javaspace framework [22] and will incorporate appropriate extensions to 
satisfy the additional requirements, e.g. extensions for semantics and geospatial annotations. 

3.2 Execution of Service Processes 
With the growing maturity and popularity of open source software, it seems appropriate to 

investigate the capabilities of open source orchestration engines. Whilst there is a large number of 
such systems available (see Appendix A), relatively few seem to be of such a degree of maturity so as 
to be used for supporting real-life processes. Additionally, with respect to the existing process 
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specification mechanisms and apart from the de facto standard, i.e. WS-BPEL, several approaches 
have been proposed. These approaches provide extra features such as aspect orientation and 
semantic annotations.  

Among the most widely used open-source orchestration engines, there are jBPM [23], Apache 
ODE [24], OW2 Orchestra [25], and Open ESB [26]. All these systems are almost regularly updated 
and their web sites provide an indication of an active and sizeable user community. We decide to use 
as a basis the Apache ODE Engine, due to its flexibility and native support for the invocation of 
additional types of services apart from Web services. In addition, ODE has a highly modular 
architecture which enables using part of the components of the orchestration engine and/or extending 
others in order to interact with our distributed infrastructure. 

The commonly used language for the description of service oriented processes is WS-BPEL 2.0 
[6]. Nonetheless, approaches such as BPEL4SWS 1.0 [27]  or AO4BPEL [28] have recently come to 
existence. BPEL4SWS 1.0 introduces semantic extensions to WS-BPEL 2.0 supporting the decoupling 
of BPEL from WSDL, hence leveraging process adaptation. AO4BPEL [28] adheres to the principles of 
Aspect Oriented Programming and facilitates the specification and separation of cross cutting 
concerns in service oriented processes. Thus, AO4BPEL leverages the on the fly adaptation of service 
processes through the integration of additional aspects.  

In terms of ENVISION, we start out with pure WS-BPEL [6] and see if any of the extensions in 
BPEL4SWS or AO4BPEL will be helpful in Envision. 

3.3 Service Mediation 
Ontologies are  ENVISION’s backbone, leveraging the annotation of data and services provided by 

various parties. The project envisions a very heterogeneous environment in terms of data produced 
and/or consumed by the various parties. In such a heterogeneous environment, to enable the 
adaptability expected in the project, we need to address the data mediation problem and to provide 
techniques for (semi)automated data mediation. 

The Data Mediation Engine proposed for Envision is based on mediation technique developed by 
UIBK in previous projects (DIP5, SEEMP6 and SemanticGov7

3.4 Summary 

), which will be adopted and adapted to 
the environmental services setting. 

Summarizing the outcomes of our survey in terms of the three related domains we concluded that: 

• Although service adaptation is a highly active research field, the provision of data-driven 
adaptable service processes is a rather emerging trend. Our work in this field will be 
primarily based on the: a) adoption and adaption of existing planning mechanisms and 
approaches providing non-deterministic, partially observable planning problems, b) the use 
of WS-BPEL as the basis for the specification of service process, c) the use of WSMO-Lite8

• Regarding the execution of service processes, there is currently a variety of service 
orchestration engines that may serve as the basis for the implementation of the Envision 
Execution Infrastructure. Among the available proposals, the one that provides the 
necessary flexibility and modularity required by the Envision Execution Infrastructure is the 
Apache ODE. In addition to accommodating the execution of BPEL processes, ODE 
provides for the invocation of additional types of services apart from Web services. 

 
as the service description mechanism, and d) the use of the Tuplespace paradigm as the 
basis for the implementation of the information collection mechanism. 

• With respect to the service mediation mechanism, the Envision Execution Infrastructure will 
build upon the mechanisms and tools developed by the UIBK, which is a partner of the 
Envision project, in previous research projects. The provided mechanism will exploit 

                                                      
5 http://dip.semanticweb.org/ 
6 http://www.seemp.org/ 
7 http://www.semantic-gov.org/ 
 
8  WSMO-Lite can be used in parallel to WSDL. An overview of WSMO-Lite and of its merits is 
presented in Appendix A. 

http://dip.semanticweb.org/�
http://www.seemp.org/�
http://www.semantic-gov.org/�
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WSMO-Lite service descriptions and appropriate mediation rules for the provision of 
mediation services. 
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4 Exemplifying Scenario 
This section provides a description of a scenario that will facilitate the presentation of the features 

and functionality offered by the Execution Infrastructure components. Specifically, this scenario will be 
used for the presentation of the data-driven adaptation, the collection of semantically enhanced 
information and the execution of service chains features. This scenario was selected so as to provide 
an intuitive and comprehensible demonstration of the supported functionality. Hence, the presented 
scenario is not related to either of the two pilot applications of the project, as these were not fully 
specified by the time this deliverable was written. 

The scenario originates from the Crisis Management domain wherea common task of high 
importance is determining how to get to a crisis location as fast as possible with properly equipped 
rescue units. In most cases, this requirement is difficult to be satisfied due to the vast set of 
parameters such as accident/injury probability, population density and composition, accessibility, time 
of day/week/month/year, weather conditions, hospital and rescue unit locations and many others, 
which need to be considered. 

A graphical illustration of the process which satisfies this scenario in addition to the exchanged 
information is presented in Figure 3. According to this, the first step is the identification of the incident 
location (Get Caller’s Location). Along with the incident location, related details are recovered by the 
task called “Get Incident Details”. Following that, and based on the caller’s position, the process 
identifies the incident’s region using a task called “Get Incident Region”. Next, the process searches 
for rescue units whose operational area is within the specified region (Get Rescue Units in Area). The 
process selects an available rescue unit among the list of returned rescue units assigned to the 
appointed area using the ‘Select Available Unit’ task and calculates a map with driving directions to the 
incident location (Calculate Route Directions). The process completes with the submission of both the 
map and the driving directions to the selected rescue unit (Dispatch Details to Unit). All these tasks 
can be implemented as independent services offered by three distinct providers, i.e. a Telecom Agent, 
a Rescue Control Agent and a Map Service Agent, as indicated in the figure below. 

 
Figure 3: Crisis Management Scenario 
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Contemporary service chain specification and execution mechanisms, e.g. BPEL along with 
contemporary BPEL Engines, are unable to capture the underpinning dynamics of this scenario due to 
their static nature; i.e., they cannot forecast more realistic cases such as the existence of an available 
rescue unit, which is associated to another area, within an incident’s region. The implemented process 
will not be able to utilize this information and adapt its execution accordingly.  

In the following we will present how the Envision Execution Infrastructure components can 
accommodate these requirements by implementing the enforced data-driven adaptation approach. 
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5 Execution Infrastructure Architecture  
A refined illustration of the Envision Execution Infrastructure exemplifying its constituent 

components and the interactions with the rest of the platform components and services is presented in  
Figure 4. 

 
Figure 4: Envision Runtime Infrastructure 

As it is illustrated in Figure 4, the list of the main components of the Envision Execution 
Infrastructure comprises: 

• The SCS Engine, which provides an open space where one may place relevant information. 
More specifically, from a functional point of view, the SCS Engine leverages one to:  
o write and retrieve information within a process’s environment, i.e. space, similar to 

the classical Linda model [29]. This information is annotated with appropriate meta-
information, expressed in terms of a specific ontology. 

o logically group information related to a specific domain, e.g. information pertaining to 
weather conditions. In addition, one is able to specify associations among groups 
which contain information from related/depending domains, e.g. the weather 
conditions group can be associated to a group with information on the aquatic 
conditions of a specific region. 

• The Process Optimizer component, which enables the construction of process plans 
controlling the execution and adaptation of service processes. Such plans are usually 
modelled as conditional plans, which contain branching control structures, i.e. if-then-else 
that decide which execution path will be followed based on the value of a specific condition. 
In terms of supported functionality, in addition to the provision of process plans, the Process 
Optimizer enables the extraction of information query templates which are executed by the 
SCS Engine and the deployment of extended process specifications on the Orchestration 
Engine.  
The Process Optimizer (see Figure 4) incorporates two distinct logical sub-components 
called AI Planner and Parser (or Query Generator). These two logical components are 
decomposed into a set of internal components. These are responsible for the extraction of 
Query templates, which are fed to the SCS Engine, and of the extended process 
descriptions, which are deployed on the Orchestration Engine. More details on these 
components are presented in section 5.1. 

• The Service Orchestration Engine, which is a BPEL-based engine supporting the execution 
of heterogeneous service orchestrations (e.g. Web, OGC service orchestrations). One of 
the core features of the orchestration engine is the inherent support for the monitoring and 



 

  Copyright  ENVISION Consortium 2009-2012 Page 20 / 85 

 

reconfiguration of process instances according to the suggestions made by the Process 
Optimizer. To leverage the execution and adaptation of a process instance, the 
orchestration engine exchanges information with the SCS Engine.  

• The Data Mediation Engine, which offers data mediation services. These services bridge 
the incompatibilities among the I/O messages of service operations which are part of a 
service chain. The Data Mediation Engine provides a design time tool used for the 
specification of appropriate mapping rules and a runtime service, which performs the actual 
transformations, guided by the specified rules. 

As it can be clearly seen in the illustration above, all platform components have been designed in 
an independent manner so as to facilitate their decoupling and reuse. Each of them provides a specific 
interface to the rest of the components which will be exposed using appropriate protocols and 
standards, such as Web service standards, if necessary. 

In addition, to leverage the scalability of the platform as a whole and of the specific components, 
the Service Orchestration Engine and the SCS Engine will accommodate a distributed architecture 
that is presented in the following sections.  Moreover, to accommodate the extensibility and evolution 
of the Process Optimizer, the SCS Engine and the Service Orchestration Engine comply with a 
modularized and plug-in based architectural design. 

Next, we present details on the internal properties and architecture of each presented module. 

5.1 Process Optimizer 
The Process Optimizer is a core component of the Envision Execution Infrastructure, responsible 

for the optimization of the process specifications. Its basic objective is to annotate the provided 
process specifications with extension points that will be evaluated at runtime, and accommodate their 
adaptation, based on exploitation of available, related information elements. 

The basic assumption which guides the design and implementation of the Optimizer, as well as of 
the rest of the platform components, is that within the currently forming computing environment service 
processes should not be isolated. Contrary, they should take into account the information available 
within their environment so as to adapt their execution accordingly. Information within the context of 
this document refers to structured data that have associated meta-information elements, which 
enhance them with meaning and additional properties such as validity time. 

Within this frame the role of the Optimizer is to: 

• specify the set of information elements related to a process that should be identified and 
retrieved by the process’s environment  

• specify the adaptation steps (or plans) that should be performed upon the discovery of 
related information at runtime 

To accommodate the above goals, the Optimizer relies upon the use of: a) appropriate annotations, 
e.g. semantics on both services and available information, and b) appropriate algorithms which 
facilitate the specification of adaptation plans. 

In the following, we illustrate the theoretical background, the proposed architecture, and the 
interface of the Process Optimizer component which will be part of the Envision Execution 
Infrastructure. 

5.1.1 Theoretical Model 
As it has been pointed out in previous research efforts [17], automated service composition can be 

mapped to a non-deterministic, partially observable planning problem.  This is because automated 
service composition has to confront similar concerns, such as the uncertainty raised by the interaction 
with external services and the partial knowledge of the composition state, accruing from the lack of 
information on the internals of each constituent service. 

The construction of plans in non-deterministic and partially observable domains has received 
considerable investigation by the AI planning community ( [30], [31], [18]). Solutions to such problems 
are in the form of conditional plans; conditional plans contain branching control structures, i.e. if-then-
else structures that decide which path will be followed based on the value of a condition. The resulting 
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conditional plans are able to capture the dynamics of more realistic cases compared to ones accruing 
from deterministic models ( [8], [32]).  

In this frame, a formal representation of the problem domain (D) is a tuple  〈S, A, R, O,Χ〉, where:  

• S: is the finite set of states of the associated state transition system, 
• Α: is the finite set of actions 𝐴𝐴 = {𝑎𝑎𝑖𝑖 |𝑖𝑖 ≤ 𝑙𝑙}, 
• 𝑅𝑅 ⊆ 𝑆𝑆 × 𝐴𝐴 × 𝑆𝑆 is the transition relation, 
• 𝑂𝑂: is a finite state of observation variables 𝑂𝑂 = {𝑜𝑜𝑖𝑖  | i≤n}, 
• 𝑋𝑋𝑜𝑜 : 𝑆𝑆 × {⊥,⊺}, is the relation for the evaluation of observation variables 𝑜𝑜 ∈ 𝑂𝑂 on each state. 

Within our context, the value of an observation variable is independent of the action that 
may have preceded. 

Contrary to what stands in a deterministic problem domain, ( [8], [32]), the transition relation R can 
map the execution of an action a ∈ A, on a state s ∈ S (assuming that 𝛼𝛼 is applicable on s) to more 
than one successor states i.e. S′ ⊆ S, |S′ | ≥ 1. An action 𝛼𝛼 is applicable on a state s ∈ S iff there exists 
a state s′ ∈ S such that R(s,𝛼𝛼, s′) stands. The set O contains the finite set of observation variables 𝑜𝑜𝑖𝑖  
whose values are evaluated at runtime. The value of each observation variable at each state is 
defined by the observation relation Χ. A simplification normally introduced to avoid the unnecessary 
complexities is to consider observation variables as boolean variables whose values could be either 
true or false (i.e. {⊺,⊥}). Therefore, if Xo (s,⊺) holds at a state s ∈ S, then the value of variable o at state 
s is True. The dual holds in cases where variable o is False. In cases where both Xo (s,⊺) and Xo (s,⊥) 
hold variable o has an undefined value. 

Within this context, the problem of composing services is modelled as the provision of controlling 
processes (i.e. state automatons) which monitor and guide the interactions of constituent services. A 
controlling process via the use of observation variables is able to monitor and control the transitions 
among respective states. 

Although the data-driven process adaptation problem can be mapped to the non-deterministic, 
partially observable planning problem, a thorough look into the requirements of the Envision Execution 
Infrastructure unveils concerns which are not properly handled by the classic representation of the 
planning problem (D) and the associated solutions ( [17], [33]). These concerns are related to: 

• the ‘origin’ and ‘validity-time’ property of observed information, as well as  
• the need to consider additional information (i.e. partially matching information) to the one 

that is captured by the pre-specified set of observation variables 

As far as the origin of the information is concerned, most of the existing approaches adhering to 
planning problem (D), use observation variables to hold information stemming from either the 
controlling process or partner services (e.g. observation of the communication channels with the 
interactive partners). Nonetheless, this assumption hinders the interaction of the controlling process 
with external (i.e. with respect to the process) systems and information sources. Observation variables 
are tuned for collecting information from pre-specified sources, i.e. constituent services or the 
controlling process, thus neglecting information which may stem from sources that have not been 
defined at the process design phase.  

The associated validity-time of the information, which can be retrieved from several sources, is 
another important trait in open environments. Validity-time dictates the period of time within which 
information may be safely consumed. Existing approaches conforming to planning (D) avoid 
considering this property when dealing with the automated composition of services.  

Moreover, information that is usually captured with the use of observation variables is always 
conforming to specific constraints expressed in terms of format and semantic meaning. For example, 
the syntax and meaning of the exchanged information over a communication channel between a 
partner service and a controlling process is predefined. Nevertheless, in a pervasive computing 
environment, where information stems from multiple, distinct sources, varying format and semantic 
meaning is the norm rather than the exception.  

To anticipate these concerns we propose a set of appropriate extensions and supporting 
mechanisms. These comprise: 

• an observation ‘interpolation’ mechanism which facilitates the inclusion of additional 
information elements, and 

• the use of validity-time property for each information element and appropriate management 
features 
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Details on the proposed extensions and their ramifications on the planning domain are presented 
next. 

5.1.1.1 Observation Considerations 

As we have already specified within the context of our approach, information (or similarly 
information elements) is considered to be a set of structured, semantically annotated data. Semantic 
annotations are expressed in terms of an appropriate ontology, which serves as a vocabulary for the 
description of associated information.  

We can safely assume that an observation variable (𝑜𝑜𝑛𝑛 ) of the planning domain D is defined in a 
finite set of information elements, i.e. on ∈ ODn   [30]. The assessment of an observation variable at 
runtime should always return a value within the specified set 𝑂𝑂𝑂𝑂𝑛𝑛 . In the frame of our approach, the 
valuation of an observation variable (𝑜𝑜𝑛𝑛 ) is mapped to the assessment of a query (𝑞𝑞𝑛𝑛 ), performed over 
an information source, which corresponds to the system environment. Nevertheless, due to its open 
nature, such an information source may comprise information elements that are irrelevant to an 
executing process. Thus, the set of queries (Q={𝑞𝑞1, 𝑞𝑞2, … , 𝑞𝑞𝑛𝑛 }) performed over a source should be 
properly structured so as to avoid the retrieval of erroneous information elements. To accommodate 
this concern we provide a semantic-based information discovery mechanism. Queries (𝑞𝑞𝑖𝑖) are 
extracted out of semantic and syntactic details of the associated observation variables (𝑜𝑜𝑖𝑖 ). The SCS 
Engine executes these queries and matching results are returned back to the running process.  

Apart from the irrelevant/erroneous information, an information source may comprise partially 
relevant information. Such information elements should be exploited, although they do not directly 
match to the specified observations (i.e. and associated queries). Our approach towards the use of 
similar information elements is based on the interpolation of observations with related ones, in a 
manner controlled by the used ontology. Our underpinning assumption is that instead of considering 
partially matching results to the performed observations, we may as well look for exact matches to 
‘partially matching’ (i.e. related) observations. Hence, the set of observations Ο (i.e. and the 
associated observation variables and queries) linked to a process is expanded by the introduction of 
related observations. To facilitate this process we introduce two additional features, i.e. an expansion 
operator (oExp) and an expansion ratio property (sD): 

• sD: dictates the minimum (i.e. the infimum) similarity distance among the concepts of an 
ontology so as to consider them part of the same set (i.e. expansion set) 

• oExp: given an ontology, a concept (co) of that ontology, and an expansion ratio (sD), this 
operator returns all terms of the provided ontology, whose similarity to co is equal to or 
greater than sD 

As illustrated in Figure 5 the original set of observations Ο associated to a specific process can 
therefore be expanded to a set Ο΄ with the application of the oExp operator over O for a specific sD 
value and ontology Vc.  

To ensure that the extended set (Ο' ) contains observations that can be handled by our 
Infrastructure we need to prune it, so as to remove observations that may lead to unacceptable states. 
The pruning process ensures that Ο' contains observations leading to states, where actions (α) 
belonging to A can be applied. 

Further to the above, considering that information is usually valid for a certain period of time, the 
retrieval of related and valid information from an information source becomes an issue. To 
accommodate this concern, we will explore the use of a Time-To-Live (TTL) property. TTL can be 
assigned to information elements by the information providers in order to specify the validity period of 
each information element. The SCS Engine can utilize this property for cleaning up the space and 
removing obsolete information elements. 
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Figure 5: Extension of observation set 

5.1.2 Internal Architecture 
Addressing the above mentioned theoretical considerations within the Process Optimizer requires 

the extension of Planning mechanisms, so as to facilitate the enhancement of the investigated 
observations set and list of services. The collection of related information (i.e. observations) is 
supported by the SCS Engine (see section 5.2). 

The architecture presented in Figure 6 implements the requirements set for the Process Optimizer, 
as well as for the abovementioned theoretical considerations. As it is illustrated, the proposed 
architecture leverages the reuse of existing AI planners catering for partially observable, non-
deterministic planning problems, such as MBP [33] or POND [18].  
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Figure 6: Process Optimizer Architecture 

Nevertheless, the proposed algorithms utilize descriptions of the problem domain which are 
expressed in formats/languages different from the service chain specification format used in Envision. 
As a result, appropriate translators should be provided. More specifically the Process Optimizer will 
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receive as input the description of the service chain expressed in BPEL and the WSMO-Lite 
descriptions of all associated services. For the retrieval of the WSMO-Lite service descriptions, 
appropriate references placed in the associated WSDL service descriptions will be used. All the 
required documents will be provided by the deployment service of the Envision Execution 
Infrastructure. 

 To apply the extension and pruning of the observations set and the related services, the proposed 
architecture incorporates a component called Observation Expander. A core feature of this component 
will be the calculation of concept similarity distances based on the use of the ontologies created for the 
description of the pilot applications and appropriate inference mechanisms. For the implementation of 
this feature existing mechanisms and approaches will be investigated and used as a basis e.g. [35] 
[36] [37]. 

The extended set of observations, the set of constraints, and the extended list of related services, 
namely, the outcomes of the expansion process, are fed to a selected AI Planner, e.g. MBP or POND, 
which performs the actual planning. The provided extended process plan is passed to the Output 
Provider. The sub-components of the Output Provider jointly extract the set of query templates which 
will be passed to the SCS Engine and the extended process specification that will be passed to the 
Service Orchestration Engine.  

This architecture seems to be fitting the needs and constraints posed by the Envision project. 
Despite its simplistic model, several details of this architecture need to be further investigated and 
evaluated as risks. For example, ‘state-explosion’ situations may be considered as risky, due to the 
extensions imposed on the observation set and the set of available services. Nevertheless, the 
probability of reaching such critical situations is rather limited, considering the 
requirements/constraints specified in section 2, i.e. the expected low complexity of the environmental 
models and the limited size of services used in each process. 

Another important aspect of the proposed mechanism is related to the incorporation of the 
calculated adaptation steps (adaptation plans) within the process specification and its use by the 
Service Orchestration Engine. In the following we present some preliminary considerations. 

5.1.3 Embedding Adaptation in Process Chain Specifications 
The transformation of process plans into BPEL process specification is not an Envision specific 

need. Tools and mechanisms have been proposed and open source solutions are provided to 
accommodate it. Nevertheless, within the context of the Envision project, the extension of process 
specifications with appropriate adaptation steps, based on the discovery of available information, 
imposes additional constraints.  

A preliminary investigation of this requirement and of the possible notation and mechanisms 
provided by BPEL [6]  and existing service orchestration engines foregrounds two possible 
approaches. These are: 

• Through the use of the BPEL ‘Event’ management mechanisms. Events may serve as the 
means to specify within the service chain the points where adaptation steps can be 
performed, based on collected information.  

• Through the introduction of appropriate extensions in BPEL. Customized constructs can be 
introduced, used for the description of the adaptation points within the service chain. These 
will convey the semantic and operational needs of the data-driven adaptation approach. 

As both solutions are currently under investigation, no definite answer can be given on which of 
them is more fitting to the objectives and constraints of the Envision Execution Infrastructure and the 
Envision pilot scenarios. 

5.1.4 Interface 
The interface provided by the Process Optimizer component to its environment, mainly facilitates 

the deployment of service processes within the Envision Execution Infrastructure. The provided 
outcomes include the extended process description and the set of queries to be executed by the SCS 
Engine. Therefore, the API offered to the component clients includes the following operation: 

• deployProcess(BPEL_Process_Specification, WSMO-LITE_Process_Service_Interface, 
Deployment_Descriptor_File). This operation will accommodate the provision of information 
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queries, to be executed by the SCS Engine, and enhanced process specification, which will 
comprise the adaptation steps to be executed by the orchestration upon the discovery of 
related information. The WSMO-Lite specification of the service process will convey the 
necessary semantics used for the description of the associated process service interface 
and of the utilized process variables. References to the associated WSMO-Lite 
specifications will be retrieved via the associated WSDL description documents. The 
Deployment Descriptor file will convey information related to the actual deployment 
parameters of the process e.g. associated context space, deployed process status, etc. The 
information required for the delivery of the deployment descriptor file will be primarily based 
on the provided BPEL specification. Nevertheless, in order to leverage the independence of 
the infrastructure and its flexibility, additional information such as extra affiliated scopes in 
the SCS Engine, can be included.  

5.1.5 Process Optimizer Case Study 
The application of the process optimization approach on the Crisis Management scenario, 

presented in section 4, comprises several steps. All these steps are performed during the process 
deployment phase. Briefly the optimization process can be envisaged as follows: 

a) The originally provided process specification is used for the extraction of: i) an initial set of 
actions (A), comprising the specified service operations,  ii) an initial set states (S), 
composed of the states emerging after the execution of each process step (e.g. see ) and 
iii) an initial set of observations (Ο), related to the process variables. The originally 
provided process specification is also used for the extraction of the process initial state (S0) 
the expected goal states (G) and additional constraints on the achievement of the expected 
goal, e.g. such constraints may indicate exceptional situations in case of failures. 

b) The originaly identified sets of observations, actions and states are expanded through the 
incorporation of related observations, actions (i.e. mapped to services) and states (related 
to the incorporated services).  

c) The enhanced sets along with the identified constraints, initial and goal states are fed to 
the planner which calculates a solution in the form of a conditional plan.  

S1: Accident Location & Details Retrieved

S2: Incident Region Identified

S3: Resque Units in Area Retrieved

S4: Available Unit Found

S5: Route Directions Calculated

S6: Route Directions Submitted

 
Figure 7: States and transitions in crisis management scenario 

The advantage of having such a conditional plan is that it enables the identification of the action 
that can follow a specific observation. For example in the case of the crisis management scenario 
(Figure 7), assuming that a running process instance is at state S2, the following steps include the 
retrieval of the list of units in the incident region and the discovery of an available unit among the ones 
in the list. If the process instance already knows of an available unit at this stage, then the process 
may infer that it is at state S4 and continue its execution from that state. The modified state transition 
flow is highlighted in red in Figure 8. 
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S1: Accident Location & Details Retrieved

S2: Incident Region Identified

S3: Resque Units in Area Retrieved

S4: Available Unit Found

S5: Route Directions Calculated

S6: Route Directions Submitted

Rescue Unit =
 Discovered

 
Figure 8: Updated state transition diagram 

5.2 Semantic Context Space Engine 
Semantic Context Space Engine (SCS Engine) is one of the three main components of the runtime 

infrastructure. The main goal of the SCS Engine is the provision of an open mechanism for data 
acquisition, which supports the collection and sharing of information elements. Within the scope of the 
Envision Execution Infrastructure, information elements refer to structured data that are semantically 
annotated.  The acquisition mechanism is independent of the metadata primitives used for the 
annotation of information elements and supports their logical organization into groups, i.e. similarly 
called scopes. 

The SCS Engine provides to its clients a basic set of operations which include writing, grouping, 
and retrieving of information elements. Specifically the core features of the SCS Engine are: 

• the acquisition of semantically enhanced XML and Java based information elements, 
• the support for the logical grouping of information, the so-called “information scopes” (e.g. 

information pertaining to weather conditions),  
• the specification of associations among information scopes, as well as, 
• the support for multiple types of meta-information models (e.g. Simple Text, WordNet [34], 

OWL [35], WSMO [36]) and associated meta-information search engines.  

The up-to-now implementation of SCS Engine uses WordNet as a meta-info model, but in terms of 
Envision this will be replaced by ontologies build in WSML. Other important characteristics of the SCS 
Engine introduced as part of the Envision are: 

• the support offered for the specification of spatial concepts and properties from GML9

• the subscribe–notify based communication pattern used for interacting with the rest of the 
Envision Execution Infrastructure components, and  

 e.g. 
features, basic schemes,  

• a plug-in based extendable architecture that will leverage its extensibility.  

5.2.1 Decisions on the Implementation of the SCS Engine  
SCS Engine incorporates appropriate semantic annotations to the Tuplespace information model 

and has been designed to have the features described above. A Tuplespace is an implementation of 
the associative memory paradigm for parallel/distributed computing. It provides a repository of tuples 
that can be accessed concurrently. As an illustrative example, consider that there is a group of 
processors that produce pieces of data and a group of processors that use the data. Producers post 
their data as tuples in the space, and then the consumers retrieve data from the space that match a 

                                                      
9 http://www.opengeospatial.org/standards/gml 
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certain pattern. Tuplespace may be thought of as a form of distributed shared memory. The 
Tuplespace model has been extensively applied in the coordination of distributed and parallel systems 
( [37], [29]). Yet, its utilization by the Service-Oriented Computing paradigm is an emerging trend that 
has been accompanied by proprietary extensions ( [20], [21]). 

Although services provide a layer of abstraction that facilitates the interoperation of systems over 
the web, the merits of the Tuplespace paradigm will further enhance the Service Oriented model. 
These merits include: i) the decoupling of process components, ii) associative based addressing (i.e. 
data is referenced by its content and not by its address), and iii) support for the provision of 
synchronous and asynchronous communication patterns ( [37], [29]). More to that, such properties will 
foster the formation of new types of collaboration schemes among Service-Oriented systems and 
other existing or emerging  systems such as Agent-based systems, Sensor and Grid applications.  

To implement the features of SCS engine, we decided to use the JavaSpace service [22] of the Jini 
framework [38] as a basis for our implementation. JavaSpaces is a service specification that provides 
a distributed object exchange and coordination mechanism (which may or may not be persistent) for 
Java objects. It is used to store the state of the distributed system and to implement distributed 
algorithms. In JavaSpaces, all partners (peers) communicate and coordinate by sharing state. The 
selection of the JavaSpace service instead of other open source Tuplespace e.g. TSpace [39] or an 
XML based Tuplespace such as XMLSpace [40], was primarily driven by our need for flexibility over 
the supported meta-information models and the related query engines, as well as the need for 
supporting Java and XML based information elements. Adhering to the “separation of concerns” 
design principle, the provided open-source implementation of the JavaSpace service accommodates a 
simple yet extensible information model that is independent of the implemented functionality.  

Nonetheless, one may argue that the SCS Engine could be implemented on top of a database 
management system e.g. an RDBMS such as Oracle10, or MySQL11

20

. However, the rigidness of the 
employed information models and their complex implementation does not render them a first class 
choice. This has also been the reason why existing implementations of semantically enhanced spaces 
have been mostly based on Tuplespace implementations [ ].  

The accommodated Application Programming Interface (API) is an extended version of the Linda 
model [29] providing, as mentioned before, the writing, reading (discovery), and retrieval  of 
information elements, either from the whole space or a specific scope. Linda model should also meet 
the need for persistent querying (continuous querying) for information elements. Finally, it is in the 
model’s responsibility to support the scope management, such as creation, discovery, and removal of 
a scope, as well as creation and/or removal of affiliations among scopes. The provided operations 
accommodate for a basic set of functionality, which facilitates the extensibility of the SCS engine with 
additional higher level operations and mechanism. For example, inference engines may use the 
semantics and the information available at the SCS Engine to facilitate the extraction of higher level 
knowledge, e.g. the combination and/or refinement of information elements such as the current 
temperature and wind speed at specific region may provide indications of heat waves. In general, a 
user may access these operations either through a Java based interface or via the use of a Web 
service based interface.  In ENVISION we will implement the Java based interface [11].  

 

                                                      
10 http://www.oracle.com/index.html 
11 http://www.mysql.com/ 
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5.2.2 Internal Architecture of the SCS Engine 

5.2.2.1 Information Model of the SCS Engine 

Information Element
+id

MetaInformation
LeaseFeature

WSMO MetaInformation
+Specifier

 
Figure 9:  Core Elements of the Information Model of the SCS Engine 

As it has been stated above, the main purpose of the SCS Engine is to provide an open space, 
where one can place relevant information which has to be semantically annotated.  Each information 
entity stored in SCS Engine should be in a specific form, as illustrated in Figure 9. So, the Information 
model consists of a class called Information Element, which has the following attributes: (i) an 
identifier, unique for each Element, (ii) a class of type Lease, keeping information related to validity 
time, and (iii) a class of type MetaInformation, which stores the semantic description of the Information 
Element. MetaInformation is described via WSMO and it is constituted of Features. Features provide a 
generic container that is used for holding implementation related properties which facilitate the 
processing of MetaInformation elements.  

5.2.2.2 SCS Engine components 
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Figure 10:  Architecture of SCS Engine 
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As one may easily infer from Figure 10 which graphically illustrates the plug-in based architecture 
of SCS Engine, three components comprise the whole Engine and provide the required levels of 
efficiency, flexibility and extensibility. More specifically these components are the Data Manager, the 
Query Processor and Mata-Info based Interface. The description of each component follows. 

• Data Manager. It consists of the Scope Manager, the Meta-info Based Index Tree, and the 
Type-based Index Tree. This element is responsible for the storage, maintenance, and 
indexing of provided information. Indexing arises from the need to execute queries as 
quickly as possible, thus providing the Orchestration Engine with helpful information early 
enough so as to succeed the adaptation of the service chain. There are three available 
approaches in terms of implementation of this component. In the pure JavaSpace-based 
approach, the implementation (and as a result search engines) should be enriched with 
spatial structural extensions. Second approach is the hybrid one, where we would use 
existing spatiotemporal Data Base Management Systems (DBMS) which will manipulate 
spatial and/or temporal extensions; note that in this case the need for associations between 
records in data base and information elements in SCS will emerge. The third approach 
relies on pure DBMS, where all elements with their extensions, namely information 
elements, spatial extensions, and semantic extensions will be managed by a DBMS. So far, 
we believe that the hybrid approach suits best our needs, and as a result we will use a 
spatial DB for the storage, indexing, and querying of spatial meta-information. Additionally 
we will make extensions to the specified information model which associates information 
elements with spatial information. Figure 10 adopts the hybrid approach, where a Spatial 
Data Base is used in combination with the Context Space. 
To avoid any misconceptions, we must note here that the Data Manager is a completely 
different component from the Semantic Catalogue, as it serves a different purpose. The 
Service Catalogue is used for storing/retrieving service descriptions, while the Data 
Manager is used for storing/retrieving information useful for service chain adaptation. The 
latter is provided by the process orchestration engine. 

• Query Processor. This component uses an extendable set of plugable query engines to 
discover appropriate information entities. In general, the discovery of information within a 
space is performed via the use of appropriate Search Engines and Matchmaker 
components. Particularly, query engines exploit appropriate matchmakers for searching 
within specific types of Meta-Information elements (e.g. WordNet based Meta-Information 
elements, OWL based Meta-Information elements) and InformationEntity elements (e.g. 
Java based types or XML based types). Upon the receipt of a specific type of request, the 
Query Processor dispatches the related query to an appropriate Search Engine. The 
associated Search Engine selects and uses a matchmaker among a set of available 
matchmakers, e.g. WN_Matchmaker OWL_Matchmaker, XML_Matchmaker, and 
WSMO_Matchmaker, to perform the discovery of the requested information. Each applied 
matchmaker calculates a similarity degree for each returned result and returns back to the 
requestor the total similarity degree for each returned result. In case of ENVISION, the 
supported Meta-Information element, the Search Engine, as well as the Matchmaker will be 
based on WSMO. 

• Meta-Information based Interface. It implements all interaction points of the SCS Engine 
with its environment, namely interactions with the other two components of the Runtime 
Infrastructure, Orchestration Engine and Process Optimizer, and interactions with external 
sources. Application Programming Interface will give the capability of executing two types of 
operations: content related operations and scope management operations. Content related 
operations consist of 3 individual operations: (i) “add operation” takes as input an entity 
along with its meta-information and adds this contextual information in space, (ii) retrieve 
operation, called “read operation” takes as input a semantic query, it then executes it in 
space, and finally returns a list with all matching entities, (iii) remove operation, called “take 
operation” takes as input a semantic query, executes it, and removes from space all 
matching entities.  Scope management operations include six operations: (i) createScope 
operation accepts two arguments, name and meta-information, and creates a new scope 
with these arguments, (ii) removeScope accepts the argument name and deletes from 
space the scope instance which corresponds to the name, (iii) findScope takes as input a 
query and returns a list with all scopes in space with the specific name, (iv) getScopes 
returns a list of all scopes in space, (v) addAffiliation accepts 3 arguments, fromScope, 
toScope, affiliationType, and creates specific type of bonds with other scopes that may 
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reside at dispersed context spaces, (vi) removeAffiliation is the same as addAffiliation but 
instead of creating an affiliation, it removes it. 

5.2.2.3 Deployment Topology 

As we have already mentioned, the Context Space will provide a distributed semantically enhanced 
data space, so it may consist of several Context Spaces, each of one has its own Scope Manager.  As 
Figure 11 illustrates, there would be affiliations between concepts belonging to different Scope 
Managers, through which different Context Spaces can be linked together.   

Through the use of the provided scope affiliation mechanism, a network of federated SCS Engines 
and scopes can be created. This network may facilitate the collection and sharing of information 
elements from a wide range information sources. 

 
Figure 11: Deployment Topology 

5.2.3 Supported Interfaces  
In terms of interoperability with the other two components and with externals sources the following 

shall apply: 

• The Process Optimizer will extract appropriate Information Discovery Query Templates 
which are used to constantly query for information related to a process instance. SCS 
engine uses as input the Query Templates, and in combination with the appropriate input 
from the Orchestration engine, it will execute the extracted queries. The execution of these 
queries will possibly lead to discovery of required information which would be used for the 
adaptation service chains at runtime. 

• The Service Orchestration Engine will accommodate the execution of service chains given 
by the Process Optimizer. The Orchestration Engine may provide the SCS Engine with 
instance specific information which will trigger the instantiation of appropriate Query 
Templates, produced by the Process Optimizer. In other words, a Query Template in SCS 
Engine waits for the appropriate instance specific information from the Orchestration Engine 
so as to be transformed to a query ready for execution. Depending on the query results, if 
related information is collected, the SCS Engine will inform the Orchestration Engine. The 
Orchestration Engine will decide if this information will be used during the execution of the 
process chain, namely, if the service chain will be executed according to the adaptation 
caused from the existence of this information, or if the service chain will be executed as is.  

• Since the role of the SCS Engine is to collect semantically annotated information from 
external sources, we need a special mechanism for the selection of this information. 
External sources could be data providing services, databases, the user itself, or another 
external data source which has to be specified within the context of pilot applications. The 
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process of accumulating information from those sources is as follows:   if the data source is 
a data providing service, the way to obtain information is through service calls; if the data 
source is a database, the way to obtain information is through queries; in case the data 
source is a human there is no need for such a mechanism, as he/she will fill in the data 
space with relevant semantically annotated information.  

5.2.4 SCS Engine Case Study 
Within the context of the crisis management scenario, i.e. presented in section 4, the deployment 

and execution of the provided process is closely related to several activities of the SCS Engine. The 
related activities can be devided in deployment time (or configuration) activities and execution time 
activities.  

With respect to the former set of activities, upon the deployment of a service process the Process 
Optimizer supports the extraction of appropriate queries for the discovery of information related to the 
process at hand. These queries are fed to the SCS Engine, which maintains a list of queries 
associated to each deployed process. To support the collection of information, a set of external 
sources should be specified for each deployed process (or even process instance). The set of 
information providing sources can be specified by the process deployer, the Execution Infrastructure 
administrator, or even the process user. The specified information sources may vary in type, ranging 
from human users, e.g. in the context of the case study a rescue specialist, to another system, e.g. a 
data-providing service or an agent. Nonetheless, it is highly important that the provided information is 
annotated with expected meta-data, e.g. semantics.  

At the process execution time, the external sources can register information relevant to a process 
in the SCS Engine, i.e. to a process specific scope. More specifically, in the context of the crisis 
management scenario, if the specified source, i.e. the rescue specialist, has information about an 
available unit within a specific region (s)he can append this information to the space. Apart from the 
actual information, the external source should also provide appropriate meta-information such as i) a 
reference to a concept instance of the ontology used by the process at hand, and ii) the location (i.e. 
region) associated to this information. 

All registered information is matched against the specified queries. In the crisis management 
scenario, if the information specified by the rescue specialist is relevant to any of the provided queries 
then this is forwarded to the Orchestration Engine; the Orchestration Engine then decides whether it 
will use this information for the adaptation of the process at hand. If the Orchestration Engine decides 
based on specific criteria (e.g. the process execution has not yet moved in following activities) that it 
can use the provided information, the execution flow is adapted according to the suggestions of the 
Process Optimizer (see Figure 8). Otherwise, the process continues without any modifications.  

5.3 Process Orchestration Engine 
The scope of Service Orchestration Engine is to enable distributed execution of environmental 

models as BPEL-based service chains. Typically, an orchestration engine is responsible for carrying 
out the process activities and maintaining the state associated with process instances. BPEL 
processes are currently executed by centralized orchestration engines, in which issues such as 
scalability, platform heterogeneity, and division across administrative domains can be difficult to 
manage. For example, the scalability problem is addressed with engine replication, by creating 
clusters in order to optimize and ensure business process throughput on highly available systems. In 
this case, the role of the BPEL engine’s clustering algorithm is crucial, since it automatically distributes 
processing across multiple engines.  

We propose a distributed agent-based orchestration engine based on JXTA P2P network, where 
several lightweight agents  that correspond to peer nodes execute a portion of the original business 
process and collaborate in order to execute the complete process. In contrast with centralized and 
clustered architectures our distributed approach has the following benefits: 

• increased throughput and scalability, as it removes the scalability bottleneck of a centralized 
orchestration engine 

• provides additional efficiencies, by allowing portions of processes (especially data intensive 
activities) to be executed close to the data they operate on, thereby conserving data and 
control traffic; this is especially true in case of environmental models that are time-
consuming consisting of long running processes 
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• it permits flexible mapping of the orchestration agents to the heterogeneous resources. This 
way agents which execute heavier tasks are mapped to peer nodes with better 
computational and bandwidth capacity 

• cross-enterprise business process management, as no single entity runs and controls the 
entire business process, but rather the process emerges as a set of choreographed 
activities that run in peer nodes that belong to different organizations 

• achieves a finer level of distribution of the BPEL process, contrary to assigning processes to 
cluster engines, our distributed approach assigns activities to engine’s agents 

• the algorithm responsible for distributing the activities in peer nodes is fully distributed and 
automatically handles problems like load balancing and network congestion 

• in contrast with purchasing single expensive hardware or adding more engines to the 
cluster, our approach handles more tasks when nodes join in the P2P network (scale 
economy)  

The BPEL standard supports writing distributed applications by composing Web services. A BPEL 
process consists of a number of activities. These activities can be classified into two sets: basic and 
structured.  

The basic activities are: a) receive, which blocks until a message arrives, b) reply, which responds 
to an operation, c) assign, which manipulates state variables, d) invoke, which performs a 
synchronous Web service call, e) wait, which delays execution for a specific duration, f) throw, which 
indicates a fault or exception, g) compensate, which handles a fault or exception, and h) terminate, 
which terminates a process instance.  

The structured activities are: a) sequence, which provides sequential execution of a set of 
activities, b) while, which provides looping, c) switch, which provides conditional execution based on 
instance state, d) pick, which provides conditional execution based on events, and e) flow, which 
provides concurrent execution. 

 In our approach, individual activities within a process are distributed among available computing 
resources. This design allows placing the computational activities near the data they operated on, thus 
reducing the data transfer cost over the network. The BPEL process is transformed into fine-grained 
agents that collaborate in order to realize the original process. These agents interact by publishing 
advertisements or by exchanging request/reply messages and constitute the core elements of service 
orchestration engine. Even though, it might seem a bit unorthodox in certain cases to distribute 
process activities, e.g. in the case of sequences, criteria such as proximity of activities to required data 
might point to this direction. As already stated, we decided to use JXTA as the P2P technology in our 
implementation, where each agent corresponds to a peer node in the P2P network.  

The peers are organized into peer groups and each group is responsible for a BPEL artifact. Each 
group has a peer which acts as the group organizer. This peer handles the load balancing, network 
congestion, and peer availability problem by selecting the group member that will execute a particular 
BPEL activity. If the selected peer is not responding or declares lack of ability to handle the request, 
the group organizer starts a re-deployment phase and selects another member of the group to handle 
the request. In addition, when requested, the group organizer collects the peer logs, created using 
mechanisms provided by the Java language during the activities execution, from the group members 
and sends them to the monitoring entity. Obviously, the peer selected to become a group organizer 
must have certain qualities such as high availability and uptime, efficient network capacity and 
computational resources, and also good proximity with its group members. In case of fault another 
node is picked up to become the group organizer, using a leader selection algorithm [41].  

The peer members must have efficient computation and network capacity in order to execute the 
assigned activities, but there is no need to have high uptime. The group members communicate with 
each other and with peers from other groups by sending and receiving messages or by publishing 
advertisements. In our implementation every resource is described with an appropriate JXTA 
advertisement and the peers exchange messages using JXTA services. This way the peers use 
uniform communication methods. We must point out that our engine operates best when deployed on 
a constant overlay network with low churn rate among its nodes.    

The service orchestration engine communicates with the Semantic Context Space Engine, the 
Process Optimizer, the Scenario Websites, and various external services, such as W3C and/OGC 
compliant and Mediation services. In the following we describe how the service orchestration engine 
interacts with the above modules.  
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The Process Optimizer provides an extended BPEL process that is described by an execution 
plan, along with the service chain interface description, and links for the external services interfaces 
that will be called by the service. Then the Service Orchestration Engine distributes the execution plan 
and deploys the service, by breaking down the service to its consisting activities and dynamically 
assigning each activity to the proper peer group.  

While the Service orchestration Engine executes the process instance, it may require input or 
provide output to external Sensor, Data, Processing and Mediation services. In this case, the peer that 
handles this activity uses the appropriate link for the desirable external service interface and 
communicates with it. The Service Orchestration engine may receive requests from the scenario 
websites. These may be a monitoring request for a specific process instance, a request for starting or 
terminating a process instance, user data which are provided as new input to a process instance, or 
an output request for a process instance. When a request is received for a deployed process, the 
engine checks if a running process instance exists. If none exists, it creates a process instance to 
handle the requests. Otherwise it propagates the request to a current instance. When a monitoring 
request is made, it is propagated to the proper group organizers, which collect the logs from the peers 
responsible for the involving activities, and return them to the user.  

Finally, there is the interaction with the Semantic Context Space. Apart from its distributed nature, 
the engine’s ability to adapt the execution of a service chain is also critical. This happens according to 
the input provided to the Semantic Context Space. The Service Orchestration Engine sends 
information about the process instance. This information is transformed by the Semantic Context 
Space to an appropriate query which is executed and related information is gathered. If there is a 
match, the Semantic Context Space informs Service Orchestration Engine that takes the decision to 
use or not this information during the execution of the process chain. Notice that if no related 
information is discovered within the Semantic Context Space the service chain is executed without 
performing any adaptations. 

For our implementation we decided not to re-invent the wheel and take advantage of the users’ 
experience with other orchestration engines. Thus we provide a modular architecture that is an 
extension of the Apache ODE execution engine. Our implementation will provide distributed execution 
but will expose the Apache ODE interface. The engine will have the following key characteristics: 

• it will enable distribution of BPEL processes upon deployment and execution 
• it will distribute the orchestrator in order to allow the execution of each BPEL activity by 

distributed components 
• it will adapt its execution based on discovered information from the Semantic Context 

Space Engine 
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5.3.1 Conceptual Model of the Execution Engine 

 
Figure 12: Conceptual Model of the Execution Engine 

Figure 12 presents the execution’s engine conceptual model, which consists of ten basic entities. A 
task corresponds to a BPEL activity (basic or structured). This way a task can have a number of sub-
tasks which correspond to the contained BPEL activities of the particular structured activity. Each task 
has a specific type that corresponds to a BPEL artefact. As already mentioned, each BPEL artefact is 
executed to a peer group that is responsible for handling the specific type of BPEL activities. For this 
reason the type of the task is the same with the type of the peer group that executes it.  

A process is composed of a number of tasks. When a process is deployed in the engine a process 
instance is created. The process instance is the current state of execution. At the same time, many 
instances of the same or different processes can be executed concurrently in the engine. Also each 
process can be associated with a number of resources, noting that each resource is a JXTA 
advertisement. 

A peer represents an agent (or a network node). Usually a network node can be associated with 
many peers. Each peer belongs to a specific peer group that is associated with the execution of a 
specific BPEL artefact. A peer may execute in parallel a number of task instances and provide a 
number of services. Since a task instance may need to access a resource, the peer creates resource 
handlers which manage the resource interactions. This involves publishing a new advertisement or 
searching and parsing a specific published advertisement. Also peers create task handlers in order to 
manage the tasks’ execution, such as the task initialization, termination, and receive/reply operations.  
As illustrated above, a process instance is distributed among many peers.   

5.3.2 Execution Engine Case Study 
In this section we present the execution of a simple process, which is based on a portion of the 

Crisis Management Scenario presented in Section 4, using the orchestration engine. Our goal is to 
illustrate the underlying architecture and not to provide an extensive and detailed analysis of the 
execution process.  

Assume that we have the BPEL process depicted in Figure 13 which consists of a receive activity, 
a reply activity, and a sequence activity with three assign and four invoke sub-activities. 
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Figure 13: Example of BPEL process    

The ODE runtime interface parses the BPEL process specification and extracts an execution plan, 
consisting of the tasks which need to be executed. Each task corresponds to a BPEL activity (which 
means that tasks can be nested as in this example). The extracted execution plan is presented in 
Figure 14. 

 

 
Figure 14: Execution Plan 

For service chain invocation we use the interface provided by ODE. Note that there exists no single 
centralized orchestrator which is responsible for assigning each task to a peer, as this process 
happens in a distributed fashion. First, the execution plan is sent to a peer (R1 in Figure 15) that is 
capable of handling the receive activity (according to the example). Remember that each activity type 
is associated with a specific peer group, and that each peer group has a peer that acts as an 
organizer responsible for finding group members which can handle the task execution. The organizer 
is also responsible for providing load distribution among the group peers and to gather the group 
members’ logs. 
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Figure 15: Execution example 

The execution of our scenario is illustrated in Figure 15. In our case, execution starts when node R1 
which is responsible for the receive activity, gets the execution plan, handles the incoming message, 
and writes the output to the variable AreaDetails using its resource handler. This happens by 
publishing an advertisement for the variable AreaDetails. Afterwards, it propagates the rest of the 
execution plan (with the remaining operations) to node S, responsible for the Sequence activity. 

Node S creates a number of subtasks. Its first subtask is the invoke GetRescueUnitsInArea activity. 
For this reason, node S propagates the execution plan to the node I1 that invokes the above service 
and writes the output to variable out1. Afterwards, node I1 propagates the execution plan further to 
node A1. Node A1 uses its resource handler in order to search an advertisement for the variable out1. 
When an advertisement is found, A1 reads the value of variable out1, assigns the value to variable 
ListOfRescueUnits, publish an updated advertisement for variable ListOfRescueUnits, and propagates 
the execution plan to the next node I2, responsible for the invoke activity.  

Node I2 invokes the SelectAvailableUnit activity, which reads the appropriate advertisement about 
ListOfRescueUnits, writes the output to the variable out2 and publish an advertisement. Finally, it 
propagates the execution plan to node A2.  

Node A2 finds the appropriate advertisement and reads the value from the variable out2. It then 
writes the value to variable RescueUnitInfo, publish an updated advertisement, and propagates the 
execution plan to node I3.  

A similar process is repeated with nodes I3, A3, I4. The latter invokes the DispatchDetailstoUnit 
service that reads the published advertisements about the variables RescueUnitInfo, IncidentDetails 
and Map. When the activity is completed, an advertisement is published with the variable’s out4 value 
and the execution plan is returned back to node S.  

At the final step, the execution plan is propagated one more time from node S to node R2, which is 
responsible for the Reply activity. Node R2, using its resource handler, reads the out4 variable value, 
constructs a reply message and returns the result to the ODE Runtime. 

5.3.3 Interface  
We separate the interface specification of the Service Orchestration Engine into two parts: the 

internal and the external. The internal interface supports the communication of Service Orchestration 
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Engine with the other modules of the Envision Execution Infrastructure, namely, the Process 
Optimizer, the Semantic Context Space Engine, and the Data Mediation Engine. The API exposed to 
the Semantic Context Space Engine provides: 

• ProcessDetails::pushProcessDetails(Process_Instance_ID): A method for the provision of 
specific information about a running process instance. This information about the running 
process instance (ProcessDetails), e.g. variables’ value, execution stage, exceptions and 
faults, etc., is provided based on the given process instance id (Process_Instance_ID).   

• Void::notifyPorcess(Information_Element): A registration mechanism for the retrieval of 
related information from the Semantic Context Space. This mechanism uses publish 
subscribe interactions among the the Semantic Context Space and the Service 
Orchestration Engine. The Process Optimizer makes on behalf of the Orchestration Engine 
the necessary subscriptions to the Semantic Context Space. The latter searches for related 
information. Whenever related information is found, the Service Orchestration Engine is 
notified with the proper information.    

The API exposed to the Process Optimizer provides only an input method for the deployment of the 
enhanced BPEL specification: 

• Void::setProcessPlan(Enhanced_BPEL_specification): where the provided BPEL 
description contains a process with information about the adaptation steps that need to be 
executed by the Service Orchestration Engine. 

Also there is the API exposed to the Data Mediation Engine: 

• The Data mediation Engine communicates with the Service Orchestration Engine, using the 
SOAP protocol, in order to provide ontology, data and protocol mediation services. SOAP is 
versatile enough to allow the use of different transport protocols. The details of this 
interaction are yet to be specified. 

The second part, namely, the external interface, exposes the Service Orchestration Engine 
functionality which can be used by the Scenario Websites or the Composition Studio. We have 
separated it into three parts: process, deployment and monitoring interface. 

The Deployment interface that can be used by the composition studio provides the following: 

• DeploymentStatus::deployProcess(BPEL_process_specification, WDSL_description, 
deployment_description_file, Boolean_monitor): deploys a new process with the given 
BPEL service chain description. The WSDL description is the exposed API of the running 
process and is used by other Web services to communicate with the running instance. Also, 
the deployment description file contains specific information about the identity and status of 
the network nodes which will be used for the process execution. Finally, the deployer can 
select if the process instances will be monitored or not. Based on the success of the 
deployment operation, the appropriate status is returned, i.e., success or failure along with 
the failure details.    

The Process interface provides the means so that the running processes can invoke Web services 
defined by the Process Designer: 

• ProcessInstanceID::runProcess(WSDL_description, input_data): Using the WSDL 
description of the deployed process, Web services defined by the Process Designer can 
request from the runtime infrastructure to run a process instance using with the given 
information. When the process instance is created, its process id is returned to the caller 
Web service.   

• ProcessStatus::getProcessState(process_instance_id): returns the state of the process 
instance, i.e., running or terminated along with the termination cause message.   

Finally, the Monitoring interface provides the means so that the user can request logs, fault 
messages, and deployment status information: 

• ProcessLog::getInstanceLog(process_instance_id): This method returns the accumulated 
log data from all peers which implemented the process service chain during the process 
execution.   

• Void::setInstanceLogLevel(process instance id): This method set the detail level of the 
logging operations, when the process instance is running. 
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• String::GetVarData(process_instance_id, variable_name): This method is used to collect 
intermediate results from the process instance. It returns the value of the specified instance 
variable.    

5.4 Data Mediation Engine 
Mediation is one of the key challenges that need to be addressed in the context of semantics. It is 

motivated by the heterogeneity of data, processes and protocols that are used in service 
infrastructures. Data mediation is concerned with solving heterogeneity problems at the data level. For 
environmental services this is extremely relevant since the annotation of data and services will be 
providedby various parties based on different terminologies and different ontologies.  

In this section we address the data mediation problem by providing a high level design of the 
Envision data mediation engine. For data mediation engine we will follow a two complementary 
approached. In the first approach, data mediation will be performed at schema (non-semantic) level. 
More precisely the schemas, defining the data models consumed or produced by services, are 
mapped in a process called design-time mediation. The outcome of the design-time mediation is a 
mapping document in XSLT containing the specification how instances of one schema are mapped 
into instances of the second schema. At runtime, the XSLT document is interpreted by an XSLT 
engine, ideally part of the workflow engine, and actual transformations of the XML instances are 
performed. This last process is called run-time mediation. 

In the second approach, we plan to augment the data mediation engine with semantics. The 
mediation will be performed at the ontological level. For this task we propose to reuse the mediation 
techniques developed by UIBK in previous projects (DIP12, SEEMP13 and SemanticGov14

5.4.1.1 Design-time and run-time mediation 

). These 
techniques will be adapted to the environmental services setting. At the ontological level, the 
mediation approach is also composed of two processed:design-time and run-time mediation. 

In the rest of this section we describe first this mediation technique and then propose customization 
of these techniques to address mediation requirements for environmental services. 

In [46], Mocan proposes an ontology-based data mediation. This approach assumes that all the 
data passing through the system is semantically described, meaning that the data to be mediated 
consists of instances of the ontology used by the sourceparty and accordingly, the mediated data must 
be expressed as instances of the ontology used by the targetparty. The data mediation technique has 
been designed to include two phases: adesign-time and a run-timephase. Figure 16 gives an overview 
of the relationship between the two phases. 

                                                      
12 http://dip.semanticweb.org/ 
13 http://www.seemp.org/ 
14 http://www.semantic-gov.org/ 
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Figure 16: Overview of design-time and run-time mediation 

The approach proposed in [46], will serve as starting point for the both approach i.e. schema and 
ontology mediation. The design-time and run-time phases are two phases of both schema and 
ontology mediation 

The design-time phase deals with finding and resolving the mismatches between the schemas / 
ontologies used to describe the exchanged data (i.e. schema / ontology mapping), while the run-time 
phase uses these findings in performing the actual transformations on the data. The first phase is 
covered by a semi-automatic mapping tool that allows the domain expert to create mappings between 
schemas/ ontologies and to make them available for further usages. The mapping tool is semi-
automatic, in that it assists the human domain experts in their work by offering suggestion and 
guidance in obtaining the desired result. In the run-time phase the mappings created during design-
time have to be applied to the incoming data, in order to transform it from the terms of the source 
schema / ontology to the terms of the target schema / ontology.  

5.4.2 Data mediation in Envision 
The Envision Data mediation engine will be based on the approach described in the previous 

section.  

For the design-time mediation phase the data mediation view of Web Service Modeling Toolkit will 
be use. Using this view, one can specify in a semi-automatic fashion mappings rules that formalize 
how the terminology from the source ontology maps to the terminology from the target ontology. In this 
phase human knowledge is needed to specify the mappings. The mappings are represented as 
mapping rules in an abstract mapping language and will be stored in a persistent mapping store. The 
mapping rules are created once for two ontologies and are used in the following phase of the 
mediation i.e. run-time mediation. 

Besides the mapping rules that define the transformation from one ontology to the other, two 
additional artefacts are required in order to relate to the XML instances passed between services. The 
two artefacts provide the lowering from the ontological level to XML level and the lifting from XML level 
to the ontological level. They can be implemented as XSLT transformations. The mapping rules as 
well as the lowering an lifting artefacts are produced at design-time by developers that want to 
mediationsolution part of the run-time infrastructure. 

For the run-time mediation phase, a run-time mediation service will be available. This service will 
use the abstract mapping rules created during the design-time phase and will translate according to 
these rules, instance data following the schema of the source ontology to instance data following the 
schema of the target ontology. The interface of the service is defined in Listing 1.  
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String mediate(URI sourceXMLSchema, URI targetXMLSchema, URI mappingDocument, URI 
sourceInstances) 

String mediateSemantic(URI sourceOntology, URI targetOntology, URI mappingRules, URI 
sourceInstances) 

Listing 1: Envision Data Mediation Engine Interface 

The mediate operation takes as an input the URIs of the source XML schema, target XML schema, 
the document containing the mapping specification in XSLT generated during the design-time phase 
and the URI from where the source instances can be retrieved and returns a String representation of 
the target instances 

The mediateSemantic operation takes as an input the URIs of the source ontology, target ontology, 
the document containing the mapping rules generated during the design-time phase and the URI from 
where the source instances can be retrieved and returns a String representation of the target 
instances.    
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6 Concluding Summary 
The Envision Execution Infrastructure is a critical part of the Envision platform which provides for 

the execution and data-driven adaptation of environmental service chains as well as the mediation 
among the I/O messages of the comprising services. This deliverable provides a description of the 
Envision Execution Infrastructure architecture and of its comprising components i.e. Process 
Optimizer, Semantic Context Space Engine (SCS Engine), Service Orchestration Engine and Data 
Mediation Engine. The provided description of each of the comprising components includes an 
illustration of its internal structure, characteristics, properties and basic assumptions. 

More specifically, the Process Optimizer is responsible for the specification of the adaptation 
strategies that will be used by each service process during its execution upon the discovery of related 
information by the SCS Engine. Further to the specification of the extended service chain specification 
(which incorporate the adaptation strategies embedded in the process description) this component is 
responsible for the specification of the necessary query templates that will be executed by the SCS 
Engine at runtime.  

 The Semantic Context Space Engine has been designed to facilitate the collection, management 
and discovery of semantically enhanced information elements, which are also attributed with 
geospatial properties, related to a process instance. The discovered information is fed to the Service 
Orchestration Engine for the adaptation of the related process instance. To facilitate this interaction 
the SCS Engine is also able to retrieve additional information by the Service Orchestration Engine so 
as to facilitate the refinement of query templates. 

 The Service Orchestration Engine is another core component of the Envision Execution 
Infrastructure which facilitates the execution and monitoring of service chains. The Orchestration 
Engine supports the efficient execution of service processes comprising Web and OGC types of 
services over a peer-to-peer like distributed architectural infrastructure. Service chain clients utilize 
Web service based protocols and mechanisms to facilitate the invocation of deployed chains. In 
addition the Orchestration Engine provides a monitoring interface to facilitate the retrieval of execution 
logs as well as for performing extra management activities such as killing running process instances, 
etc. This component driven by the process specification described in BPEL [6] is able to adapt an 
executing process instance upon the discovery of related information by the SCS Engine. 

Another important component of the Infrastructure is the Data Mediation Engine which facilitates 
the adaptation of service operation I/O messages so as to leverage their integration within a service 
chain. The provided engine accommodates appropriate mediation/mapping rules, specified at design 
time, so as to perform the actual mediation at runtime.  

All these components jointly accommodate the objectives and requirements posed by the pilot 
applications [13] and the DoW [12] of the Envision project. However, as the implementation of the 
Envision Execution Infrastructure progresses, updates on the proposed components, in terms of 
features, interfaces, etc., will come up. Therefore additional releases of this document may have to be 
provided so as to ensure the consistency of this specification and of the actual, implemented Envision 
Execution Infrastructure.  
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8 APPENDIX A: State of Art Survey  
This appendix provides an overview of the existing approaches and mechanisms falling within the 

scope of the Envision Execution Infrastructure. More specifically the topics presented in the following 
pertain within the domain of Service Adaptation, Context Aware Computing, Tuplespace Computing, 
Service Orchestration, Semantic Description and Data Mediation.  

The presented descriptions are the outcomes of the investigation performed as part of this 
deliverable and of the associated task. The goal of this survey was to highlight the current trends 
within each of the respective research domains, the inefficiencies/lacks with respect to the objectives 
of the infrastructure and the mechanisms that could be used as a basis for our implementation. 

The main criteria used for the selection and the evaluation of the presented approaches are their 
resemblance to the approach ensued by the Envision Execution Infrastructure, i.e. the data-driven 
service adaptation as well as to the related requirements and objectives, e.g. need for scalability and 
performance. Specifically, the approaches pertaining within the Service Adaptation and Context Aware 
Computing domains are mainly related to the objectives of the Process Optimizer component and the 
ones presented under the Tuplespace Computing are related to the Semantic Context Space Engine. 
Similarly the approaches pertaining to the Service Orchestration domain are related to the Service 
Orchestration Engine component and the ones presented under the Data Mediation domain are 
related to the Data Mediation Engine. 

This survey cannot be considered as a complete listing of all existing approaches and mechanism 
pertaining to the addressed research domains. It rather serves as an overview of the most influencing 
and/or of those which closely resemble to the properties and characteristics of the Execution 
Infrastructure.  

8.1 Service Adaptation Approaches 
An ample of approaches has been proposed up to now for the provision of adaptable service 

process or systems in general. Nevertheless, a classification scheme based on the related research 
domain includes the following categories: Context Aware Computing approaches, AI-based 
approaches, and Aspect Oriented Computing approaches. Although, several of the proposed solutions 
fall within the borders of these categories, we may use them as indication of the prime research focus 
of each presented mechanism. 

In the following, we present a brief description of each category and an overview of cases falling 
within each category. 

8.1.1 Context Aware Computing Approaches 
The definitions of what is “Context” and “Context-Aware Computing” have been controversial 

issues. Since their inception by Schilit and Theimer [43], various alternatives have been advocated. 
Yet, the ones that seem to be more appropriate and manageable from a developer’s point of view are 
those proposed by Dey [44].  

According to Dey “a system is context-aware if it uses context to provide relevant information 
and/or services to the user, where relevancy depends on the user’s task”, while context stands for 
“any information that can be used to characterise the situation of an entity. An entity is a person, place, 
or object that is considered relevant to the interaction between a user and an application, including the 
user and applications themselves” [44]. 

The materialization of the Context-Aware computing paradigm in a system, can take several forms 
as it has been articulated by Schilit et al. in [45]. The most common ones include: i) Proximate 
Selection, ii) Context Reconfiguration, iii) Contextualization of presented Information or provided 
Commands, and iv) Context-Triggered Actions. Despite Service Oriented-based implementations may 
fall in any of these categories, the one that is gaining momentum   and fits best with the objectives of 
the Execution Infrastructure is related to the reconfiguration of process specifications based on 
available contextual information. 

A variety of approaches and middleware, facilitating the provision of service oriented systems are 
claiming to provide context-awareness features and properties. Yet, an investigation of several of them 
( [10], [14], [46], [47], [48]) , foregrounds that most of them address solely Web services as constituent 
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parts of their service-oriented process and/or neglect the utilization of information sources  which have 
not been identified a priori. 

Next, we present a set of approaches employed by specific EU funded projects towards the 
provision of context aware service processes. 

8.1.1.1 ALLOW Project 

ALLOW15 is an EU funded project part of the Pervasive Adaptation Initiative (PerAda16

Regarding the support offered for service flow adaptation [

). Its 
expected outcomes are “technologies and design paradigms for massive-scale pervasive information 
and communication systems, capable of autonomously adapting to highly dynamic and open 
technological user contexts”.  

The project’s list of objectives includes the development of a new programming paradigm for 
human-oriented pervasive applications. This paradigm will enable pervasive technical systems to 
adapt automatically and seamlessly to humans, involved and embedded in them, explicitly supporting 
people in achieving well-defined goals in dynamically changing environments and contexts. 
Furthermore, it will enable the integration of humans into pervasive business and working processes in 
an unobtrusive way.  

The key feature, developed within the project to realize these objectives, is called Adaptable 
Pervasive Flow (APF). A flow consists of a set of actions, which are glued together by an execution 
plan, in order to achieve a goal under a set of constraints. Nevertheless, APFs represents a much 
broader concept that enables adaptable pervasive applications. They are situated in the real world, i.e. 
they are attached to entities like artefacts or people, moving with them through different contexts. 
While being carried along, they model the behaviour intended for their entity and adapt the entity’s 
environment to this behaviour. Thus, when a mobile user carries a flow that specifies his prospective 
actions, the pervasive computing environment will be set up for her/him by the flow. The flow itself may 
also adapt to reflect changes. To achieve this, flows need to be able to sense the context pertaining to 
their entity’s current environment, as well as the entity’s actual activities. 

16], ALLOW makes a distinction among 
the ways this can be achieved, i.e. Short-term and Long-term adaptation. Short-term adaptation allows 
reacting to changes in the context by re-planning the structure of the running flow; it is able to react not 
only to a change in the context, but also to detect that, given the current execution status, a constraint 
will be violated before a conflict actually occurs (proactive). By analyzing information relative to past 
executions and adaptations of the flows, short-term adaptation will devise forms of long-term 
adaptation: the modifications on the flow produce new generations of the flow model on which all 
future running flows will be instantiated.  

A key enabling factor for all the aforementioned automated adaptation mechanisms is way of 
embedding the adaptation logic within the specification of a flow. To facilitate this, the project proposes 
a set of built-in adaptation modelling constructs that add dynamicity and flexibility to flow models. WS-
BPEL [6] has been used as the basis for the Adaptable Pervasive Flow Language (APFL) and the set 
of introduced constructs include:  

• The distinction between abstract and concrete activities. An abstract activity is a non-
executable activity that allows to partially specify the flow model, whereas a concrete activity is 
an executable flow activity. Concrete activities include all standard BPEL basic and structured 
activities (e.g. sending/receiving of a message, data manipulation, control constructs, parallel 
forks) and a set of APF-specific activities that have been defined as BPEL extensions.  

• Human interaction activities which are activities that require an interaction with a human.  

• Context events which are a special type of activities for receiving events broadcasted by a 
particular entity called Context Manager. 

• The flow scope which is a connected set of flow activities with unique entry and exit points. A 
distinction among, a flow and a flow instance is made. A flow instance is a particular execution 
of a flow.  

                                                      
15 http://www.allow-project.eu 
16 http://www.perada.eu 
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• The constraint, which can be used to annotate a flow, a flow scope or an activity. There are 
multiple types of constraints: security, contextual, adaptation, distribution etc. In its basic form, 
a constraint is a condition on the execution of the flow.  

8.1.1.2 Super Project 

This project aims at providing a semantic-based and context-aware framework, based on the use 
of the Semantic Web Services technology that acquires, organises, shares and uses the knowledge 
embedded in business processes within existing IT systems and software, and within employees' 
heads, in order to make companies more adaptive. The main goal is to raise Business Process 
Management (BPM) to the business level, where it belongs, from the IT level where it mostly resides 
now. This objective requires that BPM is accessible at the level of semantics of business experts. 

To accomplish its objectives SUPER was primarily based on the use of ontologies and the 
Semantic Web Services (SWS) technology. One of its core achievements, which facilitated the 
provision adaptable processes, is BPEL for Semantic Web Services (BPEL4SWS). BPEL4SWS 
incorporates appropriate semantic based extensions to standard BPEL activities which facilitate the 
decoupling of the process specification from the WSDL standard and supports the dynamic 
configuration of process instances at runtime. This is accommodated by the semantic based, late-
binding strategy offered by the associated process execution environment.  

8.1.2 AI-based Approaches 
The provision of dynamically composed service compositions has been a topic of keen interest to 

several researcher from the AI and especially AI-Planning domain [8]. A wide range of approaches as 
it has been listed in [9] have been applied towards the automated provision of service oriented 
processes which respond to user requests.  

The prime characteristic of most of the AI-based approaches is the utilization of formal models (e.g. 
Finite State Machine Models, Petri-nets, etc.) and languages for the description of service properties 
(e.g. OWL-S, WSMO, etc.) and of the problem domain (e.g. PDDL or extended versions of PDDL), 
along with the use of appropriate algorithms and techniques e.g. planning, theorem proving, etc. The 
goal in all these approaches, which is formally described in each of them, is the construction of a 
controller (usually called Σc) that will be able to guide the controlled system (usually called Σ) in 
achieving the expected outcomes. The controller is then mapped to service processes that 
accommodate the specified constraints. 

Among the employed solutions the ones that have received considerable momentum are those 
based on the use of planning techniques. Planning algorithms based on several mechanisms e.g. 
symbolic model checking, hierarchical task networking and SAT solvers are utilized for the provision 
appropriate task plans that can be mapped to service compositions. A decision that largely defines the 
kind of the algorithms and techniques that can be applied is the kind of abstractions and constraints 
that will be used for the representation of the problem domain.  

A classification scheme that is extensively applied for the categorization of the provided 
approaches, is based on the level of determinism employed by the problem domain. The composition 
problem can be considered as a deterministic one, where services behave exactly as expected, 
returning always the expected results, or as a non-deterministic problem, where service behaviour 
cannot be always controlled and the range of returned results varies. Another classification scheme 
orthogonal to the previous one, comprises classes which define the level of knowledge one may have 
on the properties of the planning problem. This scheme comprises three classes, i.e. i) fully 
observable, ii) partially observable and iii) null observability. In a fully observable problem one has 
complete knowledge of the problem properties i.e. the state of the monitored system and the content 
of the controlling variables, whilst in a partially observable problem one may not be always sure about 
the actual state of the monitored system nor for the content of the controlling variables. Null 
observability is the extreme situation where one does not a have any knowledge on the system. 

Within the set of approaches proposed in this domain the ones that seem to closest to the 
constraints and requirements of the Envision Execution Infrastructure are those employed in non-
deterministic, partially observable planning problems. Similar to these kind of problems the Envision 
infrastructure has to confront  concerns such as the uncertainty raised by the interaction with external 
services (and partners) and the partial knowledge on the state of the composition, accruing from the 
lack of complete information on the internals of each constituent service (i.e. interacting partner). 
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In the following we provide a description of approaches and tools which are related to the Envision 
Execution Infrastructure. 

8.1.2.1 Astro Project 

Astro17

- The representation of strategies and goals of an organization in terms of business 
requirements. 

 was a research program in the field of web services and service-oriented applications, with 
a focus on the integration of business processes that are distributed among the most disparate 
entities, both within an organization (e.g., different departments) and across organizational borders. 
This was a joint program among the University of Trento and FBK-IRST that was funded by several 
research projects. 

The prime objective of this research program was to facilitate the automated composition of 
distributed business processes, i.e. the development of technology, methods and tools that support an 
effective, flexible, reliable, easy-to-use, low-cost, and time-efficient composition of electronic 
distributed business processes. Its objectives included supporting both the design time, i.e., on the off-
line phase of the definition and specification of business processes, and the run time, i.e., the 
execution of a business process. To facilitate these objectives Astro provided tools which facilitate: 

- The verification of business processes at design time through the detection of design time 
problems. 

- The monitoring of business processes and the detection of conditions or violation of properties 
at run-time. 

- The automated composition of new services, given a set of abstract BPEL4WS processes, 
and composition requirements. 

- The management of semantic service descriptions and the composition of semantically 
annotated services. 

Among the list of provided tools and middleware the ones that are highly related to the objectives of 
the Execution Infrastructure are those catering for the synthesis of service compositions [49]. 
Specifically the provided tools accommodate the transformation of the composition problem in an 
internal representation language used by a planner called MBP and then the provided outcomes are 
transformed back into BPEL specifications. An illustration of the provided service composition 
mechanism is presented in Figure 17.  

 
Figure 17: Astro service composition approach 

The incorporated planner, which is called MBP [30], leverages symbolic model checking 
techniques to identify solutions in non-deterministic and partially observable planning problem 
domains. More specifically MBP is able to efficiently identify, if existing, strong planning solutions, i.e., 

                                                      
17 Project site: http://www.astroproject.org/index.php 
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the problem of generating conditional plans that are guaranteed to achieve the goal in spite of the non-
determinism and partial observability of the domain, satisfying temporal constraints even within 
complex problems. 

MBP accepts as input problem specifications expressed in NuPDDL and relies on the use of belief 
states so as to facilitate the discovery of conditional plans which satisfy the provided constraints. 
NuPDDL18 50 is planning domain description language based on PDDL v2.1 [ ] which supports the 
description of uncertainty required in a non-deterministic and partially observable planning problem. 
Internally MBP resolves to Ordered Binary Decision Diagrams (OBDD) in order to provide an efficient 
and manageable representation of the problem domain.  

The provided mechanism has been also combined with other types of problem representations e.g. 
SAT, and evaluated in planning problems such as non-deterministic, but fully observable ones. In 
addition extensions to the MBP planner heuristics have been proposed and tested that provided 
significant performance improvements to the planning process.  

8.1.2.2 POND Planner 

The POND planner [18] solves many types of planning problems characterized by uncertainty, 
whether they are nondeterministic/probabilistic, non/partially observable, or have 
deterministic/uncertain actions. POND accepts PPDDL-like [51] problem descriptions and generates 
conformant and conditional plans. POND searches forward in the space of belief states, similar to GPT 
[52], using various search algorithms (A*, AO*, LAO*, Enforced Hill-Climbing) depending on the 
problem and user preferences. To compute heuristics for search, POND can use several different 
planning graph techniques. 

Similar to MBP, POND utilizes belief state representations and BDD diagrams for the 
representation of the problem domain. To support the discovery of task plans that conform to the 
problem constraints uses AO* search algorithm with heuristics which are based on state space 
distance measurements discussed in [53]. 

The code of the planner is freely available and can be reused in other domains. It can be accessed 
from the following link: http://digital.cs.usu.edu/~danbryce/#software.  

8.1.2.3 GPT Planner 

Similar to MBP and POND, GPT [54] provides for non-deterministic, partially observable planning 
problems. GPT (General Planning Tool) is an integrated software tool for modelling, analyzing and 
solving a wide range of planning problems dealing with uncertainty and partial information. It is based 
on different state models which can handle various types of action dynamics (deterministic and non- 
deterministic) within varying levels of observability (null, partial, and full).  

The system consists mainly of a high-level language for expressing actions, sensors, and goals, 
and a bundle of algorithms based on heuristic search for solving them. These descriptions are then 
solved by appropriate algorithms chosen from the bundle. The output for all models is a plan that is 
ready for execution and analysis. 

The two main algorithms GPT uses for solving planning problem are optimal heuristic search A* 
and a version of Real Time Dynamic Programming called RTDP. The selection depends in the class of 
the problem: A* for conformant planning, and RTDP for non-deterministic, probabilistic, contingent and 
probabilistic contingent planning. With respect to the language used for the description of the planning 
problem this is based on PDDL and accommodates appropriate extensions facilitating the dynamics of 
the problem domain.  

8.1.3 Aspect Oriented Computing Approaches 
An emerging trend that has been lately employed towards the provision of adaptable service 

processes is based on Aspect-Oriented Programming (AOP). AOP is a programming trend catering for 
software modularization and composition. The term aspect-oriented was introduced by Gregor 
Kiczales and his team who also developed the AOP language called AspectJ [55]. Since its onset 
AOP has received considerable momentum and several materializations in other programming 

                                                      
18 NuPDDL language specification http://sra.itc.it/tools/mbp/NuPDDL.html 
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languages such as AspectC19 or AspectML20 as well as practises e.g. Aspect Oriented Modelling21

The materialization of the AOP paradigm in the SOC domain has taken many forms. Approaches 
such as the one described in [

 
have emerged.  

Aspect-oriented programming entails breaking down program logic into distinct parts (called 
concerns, cohesive areas of functionality) and weaving together using appropriate tools called 
weavers. Similar approaches can be observed in other programming paradigms as well e.g. through 
the use of procedures, classes, modules, etc., however, the support offered by AOP implementations 
is significantly enhanced catering for the encapsulation of concerns in a single place, usability and 
safety features. 

56] proposes an aspect oriented platform to support adaptation of 
services according to changes in the environment. More specifically they focus on services 
implemented in Java and identify join points on methods and field accesses. Other approaches such 
as [57] or [58], focus on adaptation for service compatibility. Wohlstadter and De Volder [57] propose a 
framework for transforming XML messages where pointcuts are defined on document contents using 
XPath.  

Similar to [56], Charfi and Mezini propose AO4BPEL [28] which incorporates appropriate 
extensions to BPEL so as to accommodate the necessary flexibility and adaptability features. Runtime 
adaptation to BPEL processes is important in cases of unexpected situations and failures such as the 
unavailability of a partner Web Service, variations of the quality of service properties of a partner, or 
changes in regulations and collaboration conditions. 

Next we present an overview of the DiVA project which introduces Aspect Oriented Computing 
features along with Model Driven Techniques at the design stage so as to facilitate the adaptation of 
service oriented systems.  

8.1.3.1 DIVA Project 

The goal of DiVA22

• To provide novel build time and runtime management of adaptive system (re)configuration of 
co-existing, co-dependent configurations that can span across several administrative 
boundaries in a distributed, heterogeneous environment. 

 is to provide a new tool-supported methodology with an integrated framework 
for managing dynamic variability in adaptive systems. This goal will be addressed by combining 
aspect-oriented and model-driven techniques in an innovative way. The main DIVA objectives are: 

• To provide efficient handling of the number of potential configurations, that may grow 
exponentially with each new variability dimension, 

• To increase quality and productivity of adaptive system development and help the designers 
to model, control and validate adaptation policies as well as the trajectory going from one safe 
configuration to another. 

• To demonstrate its interest and generality and disseminate its results. 

The first objective is to leverage the synergy between model-driven and aspect-oriented 
techniques. The project focuses on separating the application-specific functionality from the adaptation 
concerns. Aspect-oriented techniques are utilised to analyse and reconfigure crosscutting features 
dynamically. Model driven techniques are used to raise the level of abstraction and to provide models 
at runtime. In DiVA, runtime models will expose access points for dynamic manipulation and 
adaptation. The current AOSD and MDE techniques will be extended with support for dynamic 
variability and for reasoning about problems of co-dependent co-existing system configurations. 

The second objective is addressed by efficient analysis, design and runtime representations of 
potential configurations using aspect-oriented modelling techniques and by using model composition 
as a variability mechanism [59]. Furthermore, DiVA will provide analysis techniques to reduce the 
number of configurations to the most pertinent ones. 

                                                      
19 AspectC http://www.aspectc.net/ 
20 AspectML http://www.cs.princeton.edu/sip/projects/aspectml/  
21 Aspect Oriented Modelling workshop http://www.aspect-modeling.org/  
22 Project site http://www.ict-diva.eu/DiVA 
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The third objective is accomplished by providing an integrated toolset, a methodology and 
frameworks. The variability and validation analysis will be supported by a methodology for 
development of variability requirements, design and code artefacts, and analysis of their configurations 
and co-dependencies, and selection of preferred alternatives, thus, progressively reducing the 
alternatives’ space. Moreover, DiVA intends to provide techniques for verifying and validating the 
adaptation both in terms of realising the goals of the adaptation and its trajectory. 

8.2 Tuplespace Computing 
Although the term “Web Services” refers to something compliant with the rules of Web, in practice 

this is not true, as Web Services  do not follow the Web paradigm of ‘persistently publish and read’ 
[60]. Persistently publish and read apply to web pages: a web developer can publish a web site at any 
time, using any Internet Service Provider. Publication means that a web page, belonging to the 
published web site, is accessible to anyone in the world, suffice she/he knows the respective URL. 
Persistent publication means that power or network failure do not end to content loss. Reading means 
that using the appropriate URL, anyone can access the content of the web site, while the only 
requirement is that publication time must precede time of reading. This, simple to understand, 
paradigm has a lot of advantages and should be adopted by any type of data communication used by 
software systems, including Web Services technology. Until now, Web Services act as black boxes; 
they publish only conversations, based on the hidden content of messages, and not information. This 
technique except for violating the Web paradigm, it also requires a strong coupling between the 
sender and the receiver. Communication via message exchange requires a stable connection during 
the conversation, a common data representation, and the establishment of a contract between the two 
partners.  

Tuplespace created to fulfil the Web paradigm in Web Services, avoiding at the same time all the 
above disadvantages.  Linda is a coordination language that introduces a small number of Tuplespace 
communication primitives. According to Linda, Tuplespace can be considered as a shared memory 
component, organized as a bag of tuples, on top of which a communication mechanism is enabled.  
Tuple, the foundation of Tuplespace, consists of actual fields (typed value fields) and formal fields 
(non-valued typed fields). Actual fields include  integer, Boolean, string values, etc. An example of a 
simple tuple is the following: <tuplename, ex:integer, FALSE>, where tuplename is the tuple's 
identifier, ex:integer a formal field and FALSE an actual field of type boolean.  Linda also introduces 
the concept of template to enable searching of tuples. A template matches a tuple if they have equal 
number of fields and each template field matches the corresponding tuple field in type or value. For 
example, template <tuplename,5,ex:boolean>> matches tuple <tuplename, ex:integer, FALSE>. 
Furthermore, Linda introduces basic operations to manage the introduced concepts. Write operation 
takes a tuple and places it in space, read operation takes as input a template and returns the first 
matching tuple, and remove operation, called take operation, takes as input a template and removes 
the first matching tuple. 

As it can be easily understood, a Tuplespace server would provide a Tuplespace, where the 
representation of published data is commonly agreed, and where providers and consumers, 
independently of their computational environment, can write, read, or remove tuples at any time, 
without the existence of a contract between these two. This way Tuplespace assures space, 
reference, time, and semantic autonomy [61].  

8.2.1 Approaches in TupleSpace Technology 
The four most prominent semantic tuplespace platforms are sTuples, Triple Space Computing, 

Semantic Web spaces, and Conceptual Spaces. Following we give a description of each platform. 

8.2.1.1  sTuples 
sTuples constitute the first serious attempt towards a Semantic Web-enabled Tuplespace. sTuples 

use as a base the Sun JavaSpace platform and extend it in three aspects.   

A semantic tuple is a JavaSpace object tuple which contains a field of type DAML+OIL23

                                                      
23 

 Individual. 
This field contains either a set of statements about an instance of a service, or some data or a URL 

http://www.daml.org/ 
 

http://www.daml.org/�
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from which such a set of statements can be retrieved. Two are the possible types of a semantic tuple: 
data tuple, if  it contains semantic information provided by a service/agent, or service tuple, if  contains 
advertisement of an available service [62]. 

The exploitation of semantic tuples requires the creation of mechanisms which can manipulate 
them. Semantic tuple manager is responsible for the manipulation of all interactions in space 
concerning semantic tuples (i.e. insertion, reading, and removal). When a semantic tuple is added (or 
removed) to the space, the DAML+OIL statements it contains are extracted and asserted in (or 
retracted from) the space’s knowledge base, checking always for validity and consistency. Semantic 
tuple matcher accomplishes the matching of templates to semantic tuples. Reasoning capabilities are 
provided by RACER24

62

, a Description Logics reasoner. A semantic tuple template is a semantic tuple, 
which DAML+OIL individual-typed field is based on a dedicated ‘TupleTemplate’ ontology. The 
matcher performs its matching through a series of steps. We underline that each tuple that matches 
the template is given a relationship degree and the returned tuple is the  one with the highest  degree 
[ ].  

Finally, to offer added functionality to the user, sTuples introduce specialized agents, which  
simplify clients’ interactions. A tuple recommender agent allows a client to register its interests with a 
Service Manager using a predefined preferences ontology. A task execution agent acts as a proxy for 
the user, while publish-subscribe agent dynamically delivers data to users that have made a  
subscription [62]. 

Finally, we note that no further work will be done by the research community in the field of sTuple, 
however, it is worthwhile to study this case, as it constitutes the first implementation of Semantic Web-
enabled Tuplespace.  

8.2.1.2  Semantic Web Spaces 
Semantic Web Spaces use as a basis the Linda coordination model, and extend it to support the 

exchange of RDF triples as tuples. The matching is founded on RDFS reasoning capabilities. This 
platform is considered to be the first step in modeling tuplespace-based communication for the 
Semantic Web stack (and hence there would be extensions for OWL, Rules, Proofs and so on) [62]. 

To implement a Tuplespace which enables the exchanging of semantic web information, Semantic 
Web Spaces introduce a conceptual model, which extends the traditional Linda co-ordination model. 
These extensions can be grouped into four categories. First, new types of tuples launched to 
represent semantic data conforming to RDF(S) and OWL, the two standard Semantic Web languages. 
Second, in traditional Linda systems all tuples are seen as plain data (data view) without semantics, 
while  in Semantic web Spaces there is a clear distinction between the data view and the information 
view upon the stored RDF tuples. To transit from data-centered to new semantics-aware tuplespaces, 
Semantic Web Spaces use new coordination primitives. Third, to succeed the management of the 
newly semantics-aware tuple types, new matchmakings are introduced, which apply to data and 
information view. Finally, to accomplish multiple spaces which follow an hierarchy level, a new tuple 
space structure was implemented.   

                                                      
24 http://www.racer-systems.com/ 
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Figure 18: High level architecture of Semantic Web Spaces 

Figure 18 depicts the Semantic Web Spaces architecture.  Based on Linda coordination model, it 
includes as main components the Coordination model and the TupleSpace. Features such as   
security and trust require a set of metadata which is build additionally on top of Tuplespace. 
Tuplespace is also extended with the construction of an RDF data model over the tuples, to 
semantically describe them, and with the construction of corresponding ontologies.  Furthermore, 
there is a mechanism to associate RDF statements with their referenced ontologies. Finally, Semantic 
Web Services, like any middleware platform, must be independent of the underlying computing 
system.   To succeed this goal, it separates the system’s kernel from: a) the clients, using a Client 
Interface and b) the Knowledge Data Stores, which accumulates the information represented in the 
logical memory of the tuplespace, using a Repository Interface. 

In Semantic Web Spaces we distinguish five types of models. A short description of each one 
follows: 

• Semantic data and organizational model which has two responsibilities. First, it 
represents RDF information in dedicated tuples known as RDFTuple. Second, it considers 
that an agent has two views upon a tuplespace consisting of RDFTuples (a data view and 
an information view).  Its organization model is inspired from “scopes”. According to Merrick 
[63], a scope is a viewpoint through which certain tuples can be seen. Any given tuple may 
be visible from several different scopes, while the latter can be created from names or by 
operations on existing scopes. The organization model introduces an application of scopes, 
called contexts. Contexts improve the scalability of open distributed Linda systems and 
enrich interaction patterns without expanding the number of co-ordination primitives.   

• Coordination model of Semantic Web Spaces which extends Linda’s tuplespace-based 
co-ordination model. It is enriched with an Ontological Reasoner, which interprets 
ontologies according to their formal semantics or drawing inferences and checks for their 
satisfiability.  The functionality of Coordination Model is also enhanced through 
Administration Services which fulfill issues related to security and trust. 

• Collaborative and consensus-making model is necessary since Semantic Web Spaces 
are modeled on the principles of Semantic Web, which implies the existence of 
heterogeneity of content and semantics shared in the space. As a result, this model offers 
mediation on two aspects to assure communication: a) Content and  b) semantic mediation. 
These mediation operations take place through the provision of content and the semantic 
mapping of information by a semantic matching algorithm which seeks and applies this 
information when matching templates to RDFTuples [62].  

• Security and trust model extends the Linda coordination model; it deals with issues 
related to the security of the coordination model.  There is a top level access policy 
controlled by the persons with the permission to create and control access to context. 
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Access policies include policy rules for agents and policy rules for spaces. A list with access 
rights on contexts and spaces exists for each agent. Similarly, a list of agents with access 
rights on each space exists. Notice also that space access policies override agent access 
policies. 

• Architecture model is depicted in Figure 20. From left to write it consists of three 
components. The first component publishes Semantic Web information. The second 
component  retrieves Semantic Web information using tuple matching heuristics, while the 
third component  provides secure execution of the aforementioned activities. From top to 
bottom the architecture comprises three layers. The first two layers correspond to the 
information and data view while the third layer deals with the persistent storage of the 
tuplespace information. From bottom to top, the tuplespace system manages raw data, 
syntactic virtual data (Linda tuples), and semantic virtual data (RDF tuples) [62]. Finally the 
architecture provides an I/O interface through which the platform communicates with other 
systems. 

 

 
Figure 19: Implementation architecture of Semantic Web Spaces 

8.2.1.3 Conceptual Spaces (CSpaces)  
CSpaces aims to re-elaborate the Semantic Web proposal by minimizing syntactic data 

representation. In fact, the original goals of CSpaces are two: a) the extension of Triple Space 
Computing and b) the constitution of a conceptual and architectural model that can appropriately 
characterize most of the requirements and functionality that the Semantic Web demands. CSpaces 
characterizes the Semantic Web around seven building blocks: 

• Semantic Data and Schema Model is a knowledge base, called CSpace, which stores the 
description of data elements and the relations between them.  CSpace is divided into  six 
subspaces: Domain Theory subspace stores a logical theory which gives an explicit, partial 
account of a conceptualization [62]. The combination of a concept, a relation, a function, an 
axiom, and a rule build a Domain Theory.  The  concepts individuals as defined in the 
Domain Theory and the values of their attributes are located in subspace Instances. 
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Metadata subspace constitutes an ontological description of the CSpace itself. The links 
between a concept (or an instance) and an information resource  are called annotations. 
These links can be described via the use of RDF or Topic Maps representations. The set of 
all annotations is located in the homonymous subspace.  As CSpaces can have associated 
access rights, the existence of a security and trust model is required. This model combines 
features of three different and complementary models: credential and policy-based trust 
management, reputation-based trust management, and social-network-based trust 
management [64]. Mapping and transformation rules form another subspace which ensures 
interoperability between related individual and shared CSpaces by identifying common 
ontological terms, relations and instances. The last subspace is the subscriptions and 
advertisements and is responsible for storing queries that identify the information that is 
requested by consumers and will be published by producers. 

• Organizational model of CSpaces avoids the adoption of a centralized system. It 
presumes  that all users have to agree on a common set of rules, schemes, and data. 
Instead of this, CSpaces offer the Individual CSpaces, where the user can store  knowledge 
based on  hers/his own conceptualization and the Shared CSpaces. In the latter,  several 
users have agreed on a common formal representation and a common conceptualization 
(e.g. common domain theories, instances, annotations) to share common  point of views, 
interests and  to achieve interoperability among individual CSpaces. Shared and Individual 
CSpaces can be combined to create new Shared CSpaces. Furthermore, related CSpaces 
can be connected with mapping and transformation rules that allow the execution of 
reasoning processes in a distributed fashion. CSpaces can be implemented as a 
materialized view, virtual view, or hybrid materialized-virtual view [65], with a preference on 
the materialized and the hybrid approaches.  

• Coordination model is defined on top of mediated, semantic and persistent communication 
channels (Shared CSpaces) that simultaneously represent places for knowledge storage. 
The concept “persistent publish and read” has been applied as a simple coordination model 
for tuplespace computing. A notification and subscription mechanism enhances the 
Tuplespace by allowing an asynchronous interaction from the consumers/reader side. 
Coordination model in CSpaces integrates Tuplespace and publish-subscribe operations, 
namely, it combines the concept “persistent publish and read” with the concept “publish and 
subscribe”. The API of the Coordination model in CSpaces is similar to Triple Space, with 
the following differences: a) CSpaces deal with triples instead of tuples and b) the API of 
CSpace has to consider that agents write information based on the logical theories stored in 
their own individual CSpaces and not the destination CSpaces.  

• Semantic interoperability and consensus-making model aims the agreement on the 
specification of a knowledge base and a set of mapping and transformation rules. Until now, 
ontologies where seen as formal specifications of conceptualizations. This model tries to 
convert the ontologies to shared specifications of conceptualizations. To reach this goal 
some principles of Human Centered Computer approaches must be followed, while users 
and applications interact with each other to create new Shared CSpaces. 

• Security and trust model supports the hiding of private and the projection of public 
information in a distributed information infrastructure, so as to guarantee a valid and  trusted 
system. Security and trust model has six main characteristics. First, all users that read and 
publish information in CSpaces need a digital identity which facilitates the verification of 
access rights and the association of reputation values. According to the second 
characteristic, i.e. comparable trust, published trust information should be syntactically and 
semantically comparable. Third, explicit trust requires trust relationships to be visible by the 
agents that are registered in a CSpace and stored in the CSpace. Next, the existence of 
opinions indicates a subjective agent’s measurement about another’s trustworthiness, which 
is defined by a set of trust levels. Furthermore, for each agent that is member of a CSpace, 
a local reputation score is calculated based on the opinions of the rest members of the 
CSpace. Lastly, for each agent, a global reputation score is calculated from local scores 
and stored in the Shared CSpaces that also maintain a general information catalog of all 
CSpaces. 

• Knowledge access model proposes knowledge access solutions based on graphical 
representation of knowledge and mapping rules, controlled natural language, and natural 
language generation techniques to provide users with mechanisms to deal with machine 
processable semantics.  

• Architecture model follows the main principles of the Semantic Web architecture, assuring 
scalability, distribution, and decentralization. It also requires mechanisms for asynchronous 
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communication and for organization of metadata around Individual and Shared CSpaces. 
The architecture model is hybrid one, based on P2P and client-server infrastructure in which 
agents store, read, and share information. A client-server P2P configuration separates the 
system in two levels. The upper level is composed by well-connected and powerful servers, 
and the lower level is constituted of clients with limited computational resources which are 
temporarily available. The first approach of the architecture defines three kinds of nodes. 
First, CSpace-servers mainly store primary and secondary replicas of the data published in 
individual and shared CSpaces, provide an access point for CSpace clients to the peer 
network, and maintain and execute reasoning services for evaluating complex queries. 
Second, CSpace-heavy-clients provide a storage infrastructure and reasoning support to let 
users to work off-line with their own individual and shared spaces. Finally, CSpace-light-
clients include the presentation infrastructure to write query-edit operations and visualize 
knowledge contents stored on CSpace-servers [62]. 

 

8.2.1.4 Triple Space Computing (TSC) 
 According to D. Fensel who first introduced the concept of Triple Space Computing (TSC) “Triple 

Space may become the web for machines as the web based on HTML became the Web for humans”  
[60].  TSC establishes the mechanism to publish communication data as the Web paradigm of 
'persistently publish and read'. It follows the same goals for the Semantic Web services as the Web for 
humans: re-define and expand current communication paradigm. The Semantic Web Technology, 
uses RDF for the description of triples, which create a natural link from the space-based computing 
paradigm into the Semantic Web.  After the introduction of TSC, several approaches have been 
suggested ( [66], [67], [68], [69], [70]). Following, we present the three most significant approaches, 
which extend the original proposal.    

First extension in D. Fensel’s work was proposed by Bussler [66]. He defines an architecture model 
for TSC with six basic elements: (i) Data Model defines that objects written and read by Web Services 
are RDF triples uniquely identified by URIs. (ii) Triple Space Clients write and read triples in parallel or 
sequentially, according to their security rights. (iii) Triple Space Server hosts many triple spaces.  The 
architecture consist of a storage Component (for the triples), an HTTP communication component (for 
the receipt of HTTP calls), a TSTP operation component (for writing and reading triples), and a TSC 
server (for the implementation of write and read operations). (iv)Triple Space is a virtual concept 
implemented by triple space servers. (v) Triple Space Transfer Protocol is used to initiate a connection 
between clients and Triple Space servers for the execution of write and read operations. Usually Triple 
Space Transfer Protocol is mapped to HTTP protocol. (vi) Minimal Triple Space API provides the 
means through which clients can write and read triples in a concrete Triple Space and  servers can 
execute basic administrative operations, i.e. create a new Triple Space. As these elements cannot 
assure an actual application, Bussler extends his approach by introducing additional elements: Rich 
semantics for read and write operations, Constraints definition, Transaction support, Ontology 
definition, Access Security, Transmission Security, Ontology definition, Access Security, Transmission 
Security, History and Archive, Location Directory, and Versioning. 

Another approach was proposed by Martin-Recuerda and Sapkota [67], which extends the 
proposal of Bussler [66] by introducing a richer coordination mechanism, based on the combination of 
tuple space computing and the publish-subscribe paradigm that also decouples process flows. Flow 
decoupling, decouples main flows of space users from generation or reception of notifications. So, 
users are not blocked while producing or receiving data and consumers can receive notifications while 
performing some concurrent activity.  

The third approach is coming from the TSC project [70]. This approach follows the paradigm of 
CSpaces and implements a hybrid infrastructure, called super-peer architecture, which combines the 
advantages of pure P2P and client/server systems. According to super-peer systems, TSC 
distinguishes three kinds of nodes. First, Servers are persistent peers that can partially host many 
triple spaces. Consequently, management operations have to be available on a triple space server to 
create, delete and empty triple spaces: store primary and secondary replicas of the data published; 
support versioning services; provide an access point for light clients to the peer network; maintain and 
execute searching services for evaluating complex  queries; implement subscription mechanisms 
related with the contents stored; provide security and trust services; balance workload and monitor 
requests from other nodes and subscriptions and advertisements from publishers and consumers [62].  
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Second type of peers is the Heavy Clients, which are equipped with storage and searching 
capabilities. By this way, users are capable of working off-line with their in their own copy of the Triple 
Space. Finally, Light-Clients are lightweight devices - peers which can write triples, read triples, at the 
same time or sequentially, as well as visualize data stored on Triple Spaces. 

For the specification of Triple Space architecture we give the definition of the most critical concepts 
as Triple Space is considered a virtual unit of the shared middleware. Triple Space URI is the identifier 
of a Triple Space. RDF Triples used  in the fundamental Semantic Web data model. RDF Graph is a 
set of “manually” grouped triples, and finally, Named Graph is a pair such as (URI u, RDF Graph g). 
Triple Space implementation is based on the extension of the Coordinated Shared Objects (CORSO) 
middleware [70], which provides transactions and replication of Java object structures. To share triple 
spaces and named graphs among participating nodes we map them onto CORSO objects using a 
distinct Object Identifier. A large number of participating nodes run the kernel implementation and form 
the virtual shared memory space of CORSO. A CORSO kernel provides access to the shared objects 
and executes locally supplemented activities, such as read/write/take.  

 
Figure 20: level Architecture of TS Kernel 

Figure 20 depicts a high level architecture of TS Kernel. Operation layer is on top of this 
architecture, providing an access point to users. The Operation Layer includes the Mediation Engine 
which is responsible for  resolving heterogeneity problems at runtime. The Security Framework, also 
located in Operation layer, incorporates simple security measures that are stored in a triple form and 
provided by the space infrastructure. So, TS Kernel stores user, application, administrative, and 
management data. While semantic data is stored in the shared object space, it is written to a 
persistent data framework, bound to the kernel through the data access layer.  Thus, Data Access 
Layer provides resolution of semantic templates, limited reasoning support, and abstraction from the 
actual storage framework. Therefore, the definition of the data access API was inevitable [62]. 

8.2.2 Web Service Execution Environment (WSMX)  

8.2.2.1 Introduction  
Web Services Execution Environment (WSMX) [71] is an execution environment for dynamic 

discovery, selection, mediation, invocation, and  interoperation of Semantic Web Services (SWSs). 
The research goal  in WSMX was to provide an architecture for Semantic Web service based systems. 
WSMX is based on Service Oriented Architecture (SOA) and on Web Services Modeling Ontology 
(WSMO) [36] and its underlying formalized representational languages family WSML - in fact it is a 
reference implementation for WSMO. The development process of WSMX includes the establishment 
of a conceptual model, the definition of  its execution semantics, the development of system 
architecture, the design of the software, and the building of a working system implementation [71]. 
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8.2.2.2 Main Components  
Following, we shortly describe the main components designed and implemented in WSMX. 

• Core Component is considered as the kernel of WSMX, as it manages all the other 
components. It includes, between others, the business logic of the system, the events 
engine, the internal workflow engine, and the distributed components loading. Until now, 
Core Element is offered as a central module of WSMX. 

• Resource Manager is responsible for managing the repositories of WSMX. WSMX 
provides five repositories (four for storing definitions of any WSMO entity and one for storing 
non-WSMO related objects): Web Services Repository handles semantic description of 
Web services, Goals Repository handles semantic description of general goals, Ontology 
Repository handles ontologies which are stored in the registry and describe the semantics 
of particular domains, Mediator Repository handles mediators that are stored in the registry, 
and Data Repository deals with a variety of system-specific data produced by the system 
during run-time. Assume that a component needs to write, read, or modify data from any of 
the five repositories. Then, it has to invoke the Resource Manager, because no component 
can access any repository directly.  

• Service Discovery is the  element which finds services that meet the needs of users’ 
requests. Service Discovery can be one of the following three types: Goal Discovery, Web 
Service Discovery, and Service Discovery. There are three available approaches for any 
type of Service Discovery. First, Keyword-based Discovery matches keywords from service 
descriptions with a goal description. Second, Lightweight Semantic Discovery uses specific 
vocabularies that have an explicit semantic for the matching process. Third, Heavyweight 
Semantic Discovery uses relations between inputs and outputs of services, as well as 
inputs and outputs of goals. Thus far, WSMX focuses on Web Service Discovery in 
combination with Keyword-based Discovery. 

• Service Selection provides techniques to choose the best or the optimal web service from 
a list of available services, which potentially satisfies the requested goal. These techniques 
vary from simple selection criteria to complex selection of variants involving in interactions 
with a service requester.  

• Data and Process Mediators offer data and process mediation accordingly. When two 
entities cannot communicate because they use different syntax or semantics, then data 
mediation offers a solution. Data Mediators transform data from different sources, based on 
their semantic similarities as expressed by their reconciled conceptualizations [71]. 
Respectively, when two entities cannot communicate because they have different 
communication patterns, then  mediation offers a solution. Process Mediator adjusts the 
different patterns to make them match. This can be achieved through several methods 
including grouping several messages into a single one or changing their order. 

• Communication Manager comprises invoker and receiver. These two subcomponents 
provide communication from service requester to service provider and communication from 
service provider to service requester. SOAP or proprietary protocols with an adapter 
framework can be used for the communication. 

• Choreography Engine caters for a match between a requestor's communication pattern 
and  a provider's communication pattern. Choreography of a Web service defines the way a 
requester can interact with it, while in most cases a requestor of a service has its own 
communication pattern. As a result, if requester's communication pattern is different from 
provider’s communication pattern, communication is disabled. Choreography Engine, in 
combination with the Process Mediator resolve such kind of mismatches.  

• Web Services Modeling Toolkit is a framework for rapid creation and deployment of 
homogeneous tools for Semantic Web service. After the achievement of the above goals 
the following step is the centralization of these tools in a common application. 
Consequently, users will have to install only one application which will provide all the 
available tools. An initial set of tools includes a WSML Editor for editing WSML and 
publishing it to WSMO repositories, a WSMX Monitor for monitoring the state of the WSMX 
environment, a WSMX Mediation tool for creating mappings between ontologies and a 
WSMX Management tool for managing the WSMX environment. [71]. 

• Reasoner have to be WSML – Compliant, providing the following reasoning services: 
mapping process of mediation, validation of a possible composition of services, indication 
that a service in a process is executable in a given context, finding capabilities that exactly 
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match the requester's goal and finding capabilities that exactly subsume the requester's 
goal. 

8.2.2.3 Architecture 
As we have already mentioned, WSMX is based on Service Oriented Architecture (SOA). 

Consequently, it is a software system consisting of a set of collaborating software components with 
well-defined interfaces that are used to perform a task [71]. These components can execute in 
different locations communicating over a network connection. This fact creates requirements such as 
management of latency, memory access, concurrency and failure of subsystems.  

 

 
Figure 21: WSMX architecture 

Figure 21 illustrates the WSMX architecture which consists of the main concepts described above. 
Each component provides services – each of which is a logical unit of system code, application code, 
and persistency layers. The characteristic of these components is  loose coupling, so they can be 
plugged-in or plugged-out from the system. We note that these WSMX components can be replaced 
by  third party components which support  the same functionality. To offer this functional characteristic, 
WSMX gives a detail description for the interface of each component.  

8.3 Service Orchestration  
The following sections provide a short overview on the technologies used by the service 

orchestration engine. As stated in the architectural overview, the latter will be implemented by a Peer 
to Peer (P2P) overlay network, consisting of peers that communicate cooperatively with each other 
using a common set of protocols. Note that we decided to use JXTA [72] as the common set of 
protocols used for the peers communication. The distributed nature of the service orchestration engine 
is one of the features which differentiate our solution from the existing ones. On the other hand, as 
orchestration engines like Apache ODE [73], OW2 Orchestra [74], OpenESB [26], and JBoss [75] are 
adopted by a large part of the community, we decided to provide a familiar interface by using the one 
provided by Apache ODE.  

8.3.1 P2P networks 
Peer-to-peer networks consist of nodes and connections among nodes. As fully connected 

networks are inefficient (the number of connections grows exponentially with the number of nodes), 
overlay networks are often used. Nodes in overlay networks are connected through virtual links that 
correspond to multiple physical links in the underline infrastructure. In that respect, two types of 
overlay networks exist, structured and unstructured.  
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Structured P2P networks traditionally employ a globally-consistent indexing scheme to ensure that, 
in a network of n nodes, a query can be routed within O(log(n)) hops to a peer which offers the 
requested content. Unfortunately, the capability of such networks to efficiently support complex 
queries and to form communities is limited. Moreover, the cost of maintaining the overlay structure and 
routing tables with document indexes is also increased due to continuously departing and joining 
nodes. Therefore, structured P2P networks, although able to provide query performance guarantees, 
fail to provide a robust solution for the first problem. 

On the other hand, in unstructured networks, like Gnutella, global consistency is forgone in favor of 
flexibility. The overlay topology is organized into a random graph, improving the decentralized 
maintenance of the network and eliminating the severe problems caused by a high node churn rate. 
Search capabilities in unstructured networks are supported through mechanisms such as breadth-first-
search, depth-first-search, and RandomWalks, which are oblivious to the overlay structure. As 
unstructured P2P networks do not use indexes based on content descriptions for the query 
propagation, they require low memory overhead for query processing and can easily handle more 
complex queries. This is done at the expense of inefficient look-ups when searching for unpopular 
content. Often, the solution is to form well-connected communities with similar content interests.  

In the original Gnutella protocol every node had the same role and the peers with low bandwidth 
become overloaded by the message overhead of the searching algorithm. The problem was that the 
protocol did not consider the different bandwidth capacities of the peers and, more importantly, the 
way the searching algorithm operated (Breadth First Search - BFS).  

All these considerations led to the proposal of the hybrid P2P systems, which distribute their clients 
into two groups and change the equal roles of the peers in the network. A small subset of nodes 
becomes ultrapeers, responsible for routing all messages and for shielding the leaf peers that are 
connected to them from the network traffic. The ultrapeers are nodes that have sufficient network 
bandwidth capacity, are not firewalled, and have sufficient uptime. The average connectivity degree of 
the ultrapeers is 30 direct overlay links to other peers ( [76], [77]). On the contrary, the leaf peers have 
only a small number of direct overlay link connections (<=3) and these are only with ultrapeers. The 
leaf peers concentrate on providing files or computational operations, while the ultrapeers for 
implementing the routing and searching mechanism of the protocol. Typically, each client is able to act 
according to the momentary need of the network and can become part of the respective overlay 
network, used to coordinate the P2P structure. This division between normal and 'better' nodes is 
done in order to address the scaling problems on early pure P2P networks. Examples of such 
networks are the Gnutella (after v0.4) and the JXTA overlay. The latter has a similar architecture but 
uses slightly different terminology, the ultrapeers are called randezvous or relay peers and the leaf 
peers are called edge peers. 

8.3.2 Handling peer communication JXTA 
JXTA is a set of open, generalized peer-to-peer protocols which allow network connected devices 

to communicate and collaborate as peers. JXTA protocols are independent of any programming 
language (for now two implementations are available in Java and C). In general we may regard JXTA 
as a framework that can be used for the development of P2P networks.  

The provided JXTA protocols standardize the services that are used for: 

• Discovering peers 
• Organizing peers into peer groups  
• Advertising and discovering network 
• Handling peer monitoring  

A JXTA P2P network is composed of a set of interconnected peers which can be organized in peer 
groups. Peer groups provide a common set of services such as document sharing, instant messaging, 
etc. Peers and Peer Groups advertise themselves along with their provided services so that other 
peers may know how to connect and interact with their respective services. Peers can communicate 
with each other through pipes, which bind to specific endpoints (e.g. specific IP address and port) of 
the interacting peers, and provide an asynchronous, one-way communication channel that is used for 
exchanging messages. Messages are simple XML documents whose envelop contains information 
such as routing, message digest and credential information and their body consists of application 
related data.  
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The essential aspects of the JXTA architecture that differentiate it from other network models are: 

• The use of XML documents for the description of the provided resources and the 
exchanged messages 

• Independence of pipes and peers and of peers and endpoints that doesn’t rely on the use of 
a central naming mechanism such as DNS 

• A unified naming scheme and mechanism for addressing resources 

One of the major advantages of the JXTA platform is the establishment of the service notion. A 
Service (or network service) according to [72] is a realization of a behavior that may be provided by a 
peer or a set of peers, published to the P2P network, discovered and invoked by other peers.  The 
JXTA platform and set of protocols support all these operations.  

According to the JXTA specifications, two types of services may exist within a P2P network, 
namely the Peer Services and the Peer Group Services. A peer service is accessible only at the peer 
that is publishing it and if that peer fails, the service also fails. Multiple instances of the service may 
run on different peers, but each instance publishes its own advertisement. 

A peer group service is a collection of service instances (potentially cooperating with each other) 
that are running on multiple peers of the peer group. If any peer fails, the collective peer group service 
is not affected (assuming the service is still available from another peer of that group). Peer group 
services are published as a part of the peer group advertisement. 

 
Figure 22: JXTA Main concepts 

In JXTA, services are regarded as Modules that can be instantiated on a peer (see Figure 22). 
Peers are able to discover available services in a P2P network through their respective 
ModuleAdvertisements, which advertise behaviors that are provided as services. A 
ModuleSpecAdvertisement is a service description which provides textual information related to the 
service and information on how a service can be invoked (e.g. through a reference to a 
PipeAdvertisement). A PipeAdvertisement, provides information that can be used for establishing a 
pipe (communication channel) among communicating peers.  
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Figure 23: JXTA Advertisements structure 

In addition, peers are able to download a service’s code and provide instances of a service through 
a ModuleImplementationAdvertisement.  The ModuleImplementationAdvertisement provides 
references to a ModuleSpecAdvertisement which describes a service and the location where a service 
implementation may be retrieved, along with parameters describing the necessary properties for the 
service instantiation. The aforementioned concepts are illustrated in Figure 23. 

 
Figure 24: JXTA Elements 

All the basic elements of the JXTA platform, apart from messages, have a unique JXTA ID, which 
facilitates their naming and identification. Through these IDs, the JXTA platform and set of protocols 
remain independent of the underlying network and naming schemes and are able to pinpoint specific 
network addresses (see Figure 24).  

8.3.3 Orchestration Engines 
This section presents four orchestration engines commonly used in the community, which have 

open source implementations and are capable of managing the execution of long-running business 
processes defined using the Business Process Execution Language (BPEL). These engines are:  
Apache ODE [73], OW Orchestra [25], OpenESB [26], and JBoss [78].   

8.3.3.1 Apache ODE   

Apache Orchestration Director Engine (ODE) was developed in order to be a reliable, compact, 
and embeddable component, capable of managing the execution of long-running business processes 
defined using the Business Process Execution Language (BPEL) [6]. The engine’s architecture is 
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based on small modules with minimal dependencies which can assemble to construct a full featured 
Business Process Management System (BPMS). ODE is distributed under the Apache license v2.0. 
The current stable release is the v1.3.3 [24]. Its implementation contains restrictions and extensions  
of the BPEL standard which are clearly defined. 

ODE v1.3.3 provides the following key features: 

• supports the WS-BPEL 2.0 [6] and the legacy BPEL4WS 1.1 [27]  
• supports two communication layers: one based on Apache Axis2  (using Web Services http 

transport) and another one based on the Java Business Integration (JBI) standard, using 
the Apache ServiceMix Enterprise Service Bus (ESB)  

• supports the HTTP WSDL binding, allowing invocation of REST-style web services 
• possibility to map process variables externally to a database table 
• high level API to the engine that allows to integrate the core with virtually any 

communication layer 
• hot-deployment of processes 
• compiled approach to BPEL that provides detailed analysis and validation at the command 

line or at deployment 
• management interface for processes, instances and messages 

The running platform of ODE requires the Java Development Kit (JDK) 5.0. It also uses a relational 
database to persist state for long running process. For persistence, it uses the Data Access Object 
(DAO) pattern, implemented using the Apache OpenJPA, but it can also be replaced with other 
persistence mechanism. ODE runs in a servlet container or a JBI container and not standalone. For 
this purpose, it uses an integration API that has two implementations: the Axis2 Integration (for servlet 
container) and JBI Integration (for JBI container). 

 

Architectural Overview  

The key components of the ODE architecture include the: a) ODE BPEL Compiler, b) ODE BPEL 
Engine Runtime, c) ODE Data Access Objects (DAOs), d) ODE Integration Layers (ILs), and e) user 
tooling. The components and their relations are depicted in Figure 25. The compiler converts BPEL 
documents into a form executable by the run-time, which executes them in a reliable fashion by relying 
on a persistent store accessible via the DAOs; the run-time executes in the context of an Integration 
Layer which connects the engine to the broader execution environment. In the following, we present 
the ODE architecture in more detail. 

 
Figure 25: ODE Architecture Components 
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The execution starts with the BPEL compiler which is responsible for the conversion of the source 
BPEL artefacts (i.e. BPEL process documents, WSDLs, and schemas) into a compiled representation 
suitable for execution. The compiled BPEL representation generated by the compiler is an object 
model similar in structure to the underlying BPEL process document. Nevertheless, the compiled 
representation has resolved the various named references presented in BPEL (such as variable 
names), has internalized the required WSDL and type information, and has generated various 
constructs (e.g. default compensation handlers). The compiled representation (typically a file with the 
.cbp extension) is the sole artefact required by the BPEL runtime. 

The ODE BPEL Engine Runtime provides the execution of compiled BPEL processes. The runtime 
also implements the logic, necessary to determine when a new instance should be created, and to 
which instance an incoming message should be delivered. Furthermore, the runtime implements the 
Process Management API which is used by user tooling to interact with the engine. To achieve reliable 
execution of processes in unreliable environments, the runtime relies on Data Access Objects (DAOs) 
to provide persistence facilities. The implementation of these DAOs can be customized, but it is 
typically provided by a transactional relational database. The runtime implementation of BPEL 
constructs at the instance level is via ODE's Java Concurrent Objects (Jacob) framework. Jacob 
provides an application-level concurrency mechanism and a transparent mechanism for interrupting 
execution and persisting execution state. Essentially, Jacob provides a persistent virtual machine for 
executing BPEL constructs. 

ODE Data Access Objects mediate the interaction between the BPEL Engine Runtime and an 
underlying data store. Typically, the data store is a JDBC relational database but it is also possible to 
create custom DAO implementations that employ a mechanism other than JDBC, to achieve 
persistence.  DAO objects deal with the following persistence issues: 

• active instances, i.e. keeping track of which instances have been created 
• message routing, i.e. which instance is waiting for which message 
• variables, i.e. the values of the BPEL variables for each instance 
• partner links, i.e. the values of the BPEL partner links for each instance 
• process execution state, i.e. the serialized state of the Jacob persistent virtual machine 

Finally, ODE Integration Layers (IL) connects the runtime with an execution environment. For 
example, there are integration layers for Axis2 and JBI. The fundamental function of an IL is to provide 
communication channels for the runtime. The Axis2 IL achieves this by using the Axis2 libraries to 
allow the runtime to communicate via Web Service interactions. The JBI IL achieves the same goal by 
tying the runtime into the JBI message bus. 

8.3.3.2 OW2 Orchestra 

OW2 Orchestra was developed by Bull/OW2 and claims to be the only fully (including engine, 
administration console, designer and monitoring tool), open source BPEL solution in the market, to 
handle long running, BPEL business processes. Orchestra is distributed under the LGPL license. The 
current stable release is the 4.0 [25]. The supported BPEL implementation has some restrictions in 
assign statement (not support for extensionAssignOperation and validate), in scope statement (no 
support for isolated and exitOnStandardFault), and in some BPEL 2.0 statements (no support for 
validate, extensionActivity, import and extensions). 

Orchestra v4.0 provides the following key features: 

• generic engine based on the Process Virtual Machine (PVM) [79] 
• supports BPEL 2.0 standard 
• graphical BPEL designer 
• Java Management Extensions (JMX) [23] based administration APIs 
• Business Intelligence (BI) [80] and Business Activity Monitoring (BAM) [81] capabilities 
• integration with the Petals ESB [82] 
• supports several communication layers: one based on Axis (Web Services http transport) 

and another one based on the Apache CFX [83]  
• API to administrate and monitor processes, instances and messages 
• full open source BPEL solution (all included engine, administration console, designer and 

monitoring tool) 
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• lightweight version deployable on any existing application: Tomcat, Swing applications, etc. 
• enterprise version deployable on any Java EE server: JOnAS [84], JBoss [75], WebLogic 

[85]  

Out of the box integration with Bonita [86] open source project for a integrated BPM solution adding 
support for both XML Process Definition Language (XPDL) [87] and BPEL standards 

The running platform of Orchestra is a servlet container or a J2EE container (JOnAS is 
recommended). Orchestra is part of project Nova, where the Process Virtual Machine (PVM) is the 
common engine, shared with project Bonita. This engine is also shared with RedHat jBPM [23] project. 
Also provides persistence of long running process uses a RDBMS, and supports PostgreSQL and 
HSQL. 

Architectural Overview 

The orchestra engine (see Figure 26) reads BPEL process definitions and associated WSDL files 
and creates representations of BPEL processes. When an incoming message triggers a start activity, 
the Orchestra engine creates a new business process instance and starts running it. The engine takes 
care of persistence, queues, alarms, and many other execution details. 

Orchestra is build on top of The Process Virtual Machine (PVM). PVM, as illustrated in Figure 27, 
supports multiple process languages (such BPEL and XPDL) and leads to a pluggable and 
embeddable design of process engines which gives modelling freedom to the business analyst. 
Additionally, it enables the developer to leverage process technology embedded in a Java application. 
In short, the PVM provides the following: 

• embeddability: Non intrusive integration with multiple BPM Standard Vs Enterprise versions, 
workflow/BPM as a library, ESB integration, ECM/Portal 

• extensibility: support for multiple process based languages, not only BPEL, XPDL, etc., but 
also domain specific languages based on graphs 

• pluggability: configurable services and nodes 
• flexibility: improves analyst and developers collaboration. Descriptive process models Vs 

executable processes  

 
Figure 26: Opera Architecture Components 
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Figure 27: PVM architecture 

8.3.3.3 JBoss jBPM 

jBPM is a flexible Business Process Management (BPM) Suite developed by JBoss  RedHat [75]. 
jBPM claims to provide a bridge between non technical business users and developers by offering 
BPM and workflow features. In essence, jBPM takes graphical process descriptions as input. A 
process is composed of activities that are connected with transitions. Processes represent an 
execution flow. The graphical diagram of a process is used as the basis for the communication 
between non technical users and developers. jBPM offers a solution that handles long running, 
business processes defined using the BPEL process description language (among others). jBPM is 
distributed under the LGPL license. The current stable release is the v4.0 [78]. The product 
implements the BPEL standard but we didn't find information about limitations nor extensions. 

• jBPM v4.0 key features are: 
• Generic engine based on the Process Virtual Machine 
• BPEL 2.0 standard 
• Simple API 
• Human tasks 
• Integrated with rules engine 
• Multiple process languages 
• Transactional execution, timers and asynchronous continuations 

For running platform the jBPM requires a J2EE 1.4 server. Of course, JBoss is the recommended 
one. jBPM uses the Process Virtual Machine (PVM) as core runtime engine, which is shared internally 
with other subprojects: jBPM Process Definition Language (jPDL) [34] and PageFlow Seam [88]. This 
engine is also used by OW2 Orchestra. 

Architectural overview 

 
 Figure 28: jBPM architecture components 

Figure 28 presents a high level view of jBPM architecture. An important feature is the language 
pluggability. We can see that three languages are currently supported by the framework, with the 
ability to plug in new needed languages, in order to represent our business processes with extra 
technology requirements. Except from BPEL version 1.1 and 2.0, jBPM supports the jBPM Process 
Definition Language (jPDL). This language can be used in situations where we are defining the project 
architecture and the technology that the project will use. Furthermore jBMP implements the PageFlow 
language that is supported by JBoss Seam framework and used to describe how web pages are 
synchronized in order to fulfill some requirements. Also, it is important to notice that all these 
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languages are separate from the Process Virtual Machine (PVM), which will execute our defined 
process. PVM is like the core of the framework and understands all the languages that are defined, so 
it knows how to execute them and how to behave for each activity in different business scenarios.  

The Graphical Process Designer (GPD) module is the graphical process designer module 
implemented as an Eclipse plugin.  

The Identity module is a module used to integrate business roles in the processes. This module 
gives the ability to represent people/users inside the process definition and execution, by providing a 
simple structure for users and groups inside the processes.  

The Task ManaGeMenT (TaskMGMT) module involves dealing with all the integration that 
people/employees/business roles have with the processes. This module helps to manage all the 
necessary data to create application clients, which the business roles use in their everyday work. 

Finally, the Enterprise module brings us extra functionality for enterprise environments. 

8.3.3.4 OpenESB BPEL SE 

OpenESB [26] is an open source project with the goal of building a world-class Enterprise Service 
Bus. An ESB provides a flexible and extensible platform for building SOA and application integration 
solutions. OpenESB is developed by Sun (now Oracle) and distributed under the Common 
Development and Distribution License (CDDL). The current stable release is v3.0. Its implementation 
of the BPEL standard contains restrictions and extensions that are clearly defined. 

OpenESB BPEL SE v4.0 has the following key features: 

• supports BPEL 2.0 
• the BPEL Service Engine is a JSR 208-compliant JBI runtime component that provides 

services for executing WS-BPEL 2.0 
• exchanges messages in JBI-defined XML document format for wrapped WSDL 1.1 

message parts  
• supports multiple-thread execution 
• supports load balancing and failover when clustered 

The running platform consists of a core runtime, components, and design time support. The core 
runtime is available in various forms, e.g. standalone or collocated with an application server. Usually 
it is collocated with the Glassfish application server [89] and the NetBeans IDE [90] in one, easy to 
install, bundle. OpenESB requires JDK 5.0. It runs in a JBI 1.0 container, and not standalone. JBI is a 
standard for ESB vendors with the aim of making components interoperable between different ESB 
implementations. In addition, OpenESB supports a database to persist information for long running 
processes. 

Architectural overview 

BPEL Service Engine implements the orchestration of messages between the process and other 
web services known as partner services. The contract between a business process and partner 
services is described in WSDL 1.1. The message exchange between a business process and partner 
services is wrapped in the WSDL 1.1 message wrapper, as defined by the JBI specification, and 
routed via the JBI Normalized Message Router (NMR).  

The NMR interacts with external web services, not resident on the local JVM, via binding 
components. Binding components are responsible for encapsulating protocol-specific details. 
Transactions between the BPEL Service Engine and collocated EJBs or web components are handled 
through the Java EE service engine. 
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Figure 29: OpenESB Architecture components 

 

Java Business Integration (JBI) is a standard, developed under the Java Community Process 
(JCP) as an approach to implement a service-oriented architecture (SOA). It defines an environment 
for plug-in components which interact using a services model based directly on WSDL 2.0. The plug-in 
components function as service providers, or service consumers, or both. Components which supply 
or consume services locally (within the JBI environment) are termed Service Engines. Components 
which provide or consume services using some sort of communications protocol are called Binding 
Components. 

JBI components, once installed in the JBI environment, interact with each other using message 
exchange documents, published by the JBI component providing the services. These documents 
describe fully the message exchange using WSDL. These service descriptions are the sole source of 
information needed for service consumer components to interact with the service provider. 

The JBI environment provides a lightweight messaging infrastructure for the exchange of 
messages between the JBI components, which always use this messaging infrastructure as an 
intermediary. 
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 Figure 30: JBI components in a JBI runtime environment 

 

Figure 30 presents the JBI components (Service Engines and Binding Components) in a JBI 
runtime environment. Each JBI component communicates with the JBI Normalized Message Router 
(NMR) using only the communication protocol it is expecting (for example, using HTTP SOAP, JMS, or 
some other communication protocol). Since each JBI component communicates with the NMR, each 
component can communicate with any other JBI component within the JBI runtime environment. Note 
that Service Engines provide other JBI components access to services, while the Binding Component 
provides access to services that are external to the JBI environment. 

Service Engines provide or consume services locally within the JBI runtime environment, enabling 
services such as business logic, processing, transformation, and routing services. For example, some 
Service Engines might execute long-lived business processes, while others provide data 
transformation or sophisticated Electronic Data Interchange (EDI) services.  

Binding Components provide protocol independence for transport or communication. They access 
remote services using a specific protocol, and place those services onto the JBI Normalized Message 
Router. Other JBI components can then access these services from the NMR. Binding Components 
are specialized for specific external protocols, such as SOAP and JMS. This allows any JBI 
component to communicate over any protocol or transport available from Binding Components 
deployed to the JBI runtime environment.  

8.4 BPEL 
With the emergence of Business Process Management (BPM) and workflow technology, serious 

discussions on process orientation started. But what brought the change was the arrival of Web 
Services (WSs), the first implementation of Service Oriented Architecture (SOA), because it managed 
to separate business process logic from implementation of business functions, and as a result 
enabling programming on a higher, abstract level.  There are two major standards for business 
processes: Business Process Execution Language for Web Sevices (WS-BPEL) and Business 
Process Modelling Notation (BPMN)25 6. We focus on WS-BPEL 2.0 [ ] which provides a language for 
the formal specification and modeling of both forms of business processes: executable and abstract 
business processes. Executable business processes model actual behavior of a participant in a 
business interaction, where abstract business processes use process descriptions that specify the 
mutually visible message exchange behavior of each of the parties involved in the process, without 

                                                      
25 http://www.bpmn.org/ 
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revealing their internal behavior. In general, WS-BPEL defines an interoperable integration model that 
should facilitate the expansion of automated process integration in both the intra-corporate and the 
business-to-business spaces through the definition of a model and a grammar for describing the 
behavior of a business process based on interactions between the process and its partners. 

8.4.1 Technical details 
Some technical principles of WS-BPEL are the following: as an XML-based language, is based on 

XML Schema 1.0 [91] for the definition of data structures and on XPath 1.0 for retrieval of XML 
elements (data manipulation). WS-BPEL models a business process as a composition of elementary 
WSs and depends on the W3C standards WSDL 1.1 for the description of the inputs, outputs, and 
operations of a WS. We mention that a business process is exposed as a WS, so it can be accessed 
from another business process as a WS. 

8.4.2 Main concepts 
According to the classification of Jan Mendling [92], six are the main concepts of WS-BPEL: 

• Partner Link:  the interaction with each partner occurs through WS interfaces. Particularly, a 
Partner Link encapsulates the structure of the relationship at the interface level between two 
partners (e.g. a Web Service and a process). A respective partner link type must be defined 
first to specify the required and provided WSDL port types. As we will see below, while 
partner link is the one which provides the communication channel to remote WSs, the use 
of partner link type creates problems.  

• Variables:  they are used to store both, message data of WS interactions and control data of 
the process. 

• Correlation: correlation sets specify in which business process instance a returned message 
from a WS should be retrieved, and that because long-running business processes are 
supported, so there may be several process instances waiting for the arrival of a WS 
message. 

• Basic Activities: they are separated in activities which communicate with WSs (invoke, 
receive, reply), in activities which manipulate variables (assign), and in activities that wait or 
terminate a process (wait, exit). 

• Structured Activities: they can define the control flow of basic activities. They include 
activities which specify sequential/ parallel execution (sequence/flow), activities that decide 
which branch will be executed (if-else), activities-loops (while). 

• Handlers: they are provided so as to deal with unexpected or exceptional situations and 
they are available in two forms, event handlers and fault handlers. 

8.4.3 Problems in WS-BPEL  
In general, a workflow consists of three dimensions: (i) process logic, namely ’what’ is to be done, 

(ii) organization, namely ’who’ does it, and (iii) infrastructure, namely ’which’ tools are used. In WS-
BPEL the ‘what’ dimension is based on activities and the ‘which’ dimension is based on WSs. From 
the moment that activities directly refer to WSDL operations in order to call a WS, we infer that ‘which’ 
and ‘what’ dimensions are closely related. This bond is far from desirable, as we explain below. 

Until recently, the major problem was the incapacity of reusing processes or parts in different 
contexts with different partners.  With the advent of Semantic Web Services (SWS), more problems 
came to the surface. In SWS we give a declarative description of the service functionality, without 
giving any description in terms of interface, contrary to a conventional WS, where we give its syntactic 
description, without giving any declarative description. SWS are an integration layer on top of WSs. 
SWS gives the opportunity to be discovered by criteria based on their functionality and not on their 
signature. This new opportunity cannot be exploited by BPEL: only services that implement the WSDL 
interface used in the BPEL definition can be used as activity implementations, while services that 
provide the same functionality but implement other interfaces cannot be used. Consequently, 
integration of functionally equal services is disabled, inhibiting by this way flexibility and reusability.  
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8.5  BPEL4SWS 
First approach trying to solve the problem of bounding to WSDL, is BPEL light. It allows specifying 

process models independent of WS technology by providing a WSDL independent interaction model 
(WSDL-less BPEL). Its interaction model is based on plain message exchange, instead of partner 
links, so it is completely independent of any interface description language. All these are achieved by 
re-introducing the concept of a partner: interaction model is now defined in terms of two elements, 
<conversation> and <interactionActivity> [93]. 

BPEL light only laid the foundations for minimization of bound to WSDL. It was BPEL for SWS 
(BPEL4SWS) which converted theory to practice. Based on definitions introduced in BPEL light, 
BPEL4SWS constitutes an extension to WS-BPEL offering an alternative solution with the following 
characteristics: (i) facilitation of orchestration of Semantic Web Services using a process based 
approach, (ii) independency of any Semantic Web Service framework, (iii) ability to compose SWS, 
traditional WS and a mix of them, (iv) ability of exposal of a business process as both, SWS and 
conventional WS. 

In WS-BPEL activities within a process describe the message exchange of the process with the 
partner specified in the partner Link. Partner Link includes the element partner link type, which is a 
WSDL extension, and defines an abstract channel between two partners by binding two roles 
together. So, WSDL definition of partner services is part of the process definition, causing all these 
problems discussed above.  BPEL4SWS introduce a desirable WSDL-less interaction model.    

8.5.1 Element Conversation  
Element <conversation> was introduced to replace the <partnerLink> element, and to provide 

additionally a WSDL-less interaction model, which makes the difference between BPEL and 
BPEL4SWS. Instead of referring to a partner link type, a conversation refers to either a goal or a Web 
service description.  

The syntax of a conversation is: 

 
We distinguish two types of conversations: 

• “providing conversation” is a conversation with a partner, where the partner uses a service 
the process provides via the conversation. Providing conversations are described using a 
service description [27]. 

• “consuming conversation” is a conversation with a partner, where the process uses a 
service, the partner service provides. Consuming conversations are annotated with goal 
descriptions [27].  

8.5.2 Element InteractionActivity  
Element <interactionActivity> was introduced to replace the interaction activities in BPEL, i.e. 

<receive>, <reply>, and <invoke>, providing WSDL-less message exchange between partners. More 
particularly: 

• InteractionActivity behaves like a BPEL <receive> activity when the inputVariable is not 
specified. It waits for a matching message to arrive and completes when the message 
arrives.  

• InteractionActivity behaves like a BPEL <reply> or one-way <invoke> activity when only the 
inputVariable is specified. The activity sends the message to a partner service that is 
associated with the conversation, the activity references. After sending the message the 
activity completes. 

• InteractionActivity behaves like a BPEL <invoke> when both variables are specified. The 
activity first sends a message and then waits for a matching incoming message. After 
receiving the message, the activity completes. 

<b4s:conversations> 

<b4s:conversation name="NCName"  hasGoal=”anyURI”?> 

</b4s:conversations> 
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The syntax of interactionActivity element follows: 

 

8.5.3 Element partner  
Element <partner> was introduced in  BPEL4WS 1.1, disappeared in WS-BPEL 2.0, and  re-

introduced in BPEL4SWS. The <partner> element enables grouping the WSDL independent 
<conversation>s. Thus it can be defined that several conversations have to take place with one 
business partner. This is a way to impose constraints on a partner to support multiple conversations, 
i.e. message exchanges, and thereby multiple business goals.  

8.5.4 Grounding  
Conversations in BPEL4SWS are described without using WSDL, but the processes endpoint is 

described in terms of WSDL port types. The link between the WSDL-less interaction model and the 
WSDL description of a process is established via a separate grounding file. The syntax of a grounding 
file is as follows: 

 
Conversation is used to preserve the decoupling of process logic and activity implementation 

definition. Whenever a sending activity is performed, the engine implementation looks up the 
grounding file for the operation it has to invoke, and whenever a message is received it can be 
dispatched to an activity in the process model using the information given in the grounding file.  

<grounding processName="QName" 

  xmlns=”http://www.iaas.uni-stuttgart.de/bpel4sws/wsdlGrounding”> 

 <conversation name="NCName" 

  partnerLinkType="QName"? 

  myRole="NCName"? 

  partnerRole="NCName"?> 

 <activity name="NCName" 

  portType="QName"? 

  operation="NCName"/>+ 

 </conversation>+ 

</grounding> 

<bpel:extensionActivity> 

 <b4s:interactionActivity name="NCName" 

  inputVariable="NCName"? 

  outputVariable="NCName"? 

  conversation="NCName" 

  createInstance="yes|no"? 

  standard-attributes> 

  standard-elements 

  <bpel:correlations .../>? 

 </b4s:interactionActivity> 

</bpel:extensionActivity>  
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8.5.5 Data handling 

8.5.5.1 Ontological Data Types  

SAWSDL annotations for XML data types are used to provide an ontological representation of the 
data. The information in the following example is used to transform XML instance data into its 
ontological representation and vice versa. 

 
Attribute modelReference specifies the ontological concept, the XML data is assigned to. 

LiftingSchemaMapping defines rules how to transform an XML instance of the given type into an 
ontological instance, which is member of the specified concept. LoweringSchemaMapping defines 
rules how to transform an ontological instance which is member of the specified concept, into an XML 
instance of the given type.  

8.5.5.2 Mediation  

Data manipulation can be either implemented using copy statements or using mediation. 
Especially, ontological mediation is defined as an extensionAssignOperation. 

 
Prior to execution of the mediate operation, a mediation service that is able to mediate between the 

concept the inputVariable is annotated with and the concept the outputVariable is annotated must be 
discovered. In case a mediatorURI is specified then it can be used to discover the mediation service.  

8.5.5.3 Reasoning  
Ontological reasoning can be used to evaluate expressions. In particular boolean expressions that 

are used to evaluate conditions, e.g. joinConditions, transitionConditions, exit conditions in <while> or 
<repeatUntil> activities, and conditions that decide which branch to take in an <if> activity. Reasoning 
includes the use of WSML4BPEL, which is an expression language that uses WSML logical 
expressions to reason over a knowledge base.  

<bpel:extensionAssignOperation> 

<b4s:mediate name=”NCName” 

 mediatorURI=”anyURI”? 

 inputVariable=”NCName” 

 outputVariable=”NCName”/> 

</bpel:extensionAssignOperation> 

<xsd:element name="OrderRequest" 

sawsdl:modelReference=”uri” 

sawsdl:loweringSchemaMapping=”uri” 

sawsdl:liftingSchemaMapping=”uri”> 

  <xsd:complexType> 

 <xsd:sequence> 

  <xsd:element name="customerNo" type="xsd:integer" /> 

  <xsd:element name="orderItem" type="item" minOccurs="1"   

maxOccurs="unbounded" /> 

 </xsd:sequence> 

  </xsd:complexType> 

</xs:element> 

http://www.w3.org/2002/ws/sawsdl/spec/ontology/purchaseorder�
http://www.w3.org/2002/ws/sawsdl/spec/mapping/RDFOnt2Request.xml�
http://www.w3.org/2002/ws/sawsdl/spec/mapping/Request2RDFOnt.xml�
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8.6 Semantic Service Description Mechanisms 

8.6.1 WSML 
The work on Web Service Modeling Language (WSML) [94] is part of a major effort for the 

definition of the Web Service Modeling Ontology (WSMO) [95]. WSMO is a framework that aims to 
combine the semantic web and the web services and provide total or partial automation of tasks that 
involve in both intra/inter enterprise integration of web services. WSMO particularly focus on the 
discovery, selection, composition, mediation, execution, and monitoring of web services. For this 
purpose identifies four top level elements as the main concepts: ontologies, services, goals and 
mediators.  

 
 Figure 31: WSMO Core Elements 

Ontologies provide the terminology used and are the key element for the success of semantic web 
services. WSMO describes an epistemology of ontologies, i.e. the conceptual building blocks such as 
concepts and relations. The Web services are computational entities that provide some value in 
certain domain. Goals describe aspects related to user desires with respect to the requested 
functionality. Furthermore, the goals model the user’s view of the Web service usage. Finally the 
Mediators describe elements that handle interoperability problems between different elements, for 
example two different ontologies or services. 

Web Service Modeling Language (WSML) is a formal language for the description of ontologies 
and semantic web services which takes into account all aspects of web service descriptions identified 
by WSMO. A goal for the development of WSML was the investigation of various formalisms, like 
description logics and logic programming, in the context of ontologies and Web services. WSML was 
developed in order to be used in 3 main areas: 

• ontology descriptions (work on this area already completed) 
• declarative functional description of goals and Web services (at the moment there is no 

formal definition) 
• description of dynamic behavior like choreography and orchestration (for now the semantics 

are under investigation) 

In order to be sufficient for all users, WSML is offers 5 flavors that provide a trade-off between 
expressiveness and complexity: 

• WSML-Core provides the least expressive power (includes concepts, attributes, binary 
relations, instances, datatypes, concept and relation hierarchies) 

• WSML-DL captures the description logic SHIQ(D) which is a major part of the OWL-DL  
• WSML-Flight is an extension of WSML-Core which provides a powerful rule language 

(includes meta-modelling, constraints, and non-monotonic negation). It is based on a logic 
programming variant of F-Logic  

• WSML-Rule extents WSML-Flight with further features from logic programming (function 
symbols, unsafe rules, and unstratified negation) 

• WSML-Full semantics are an open research issue. Tries to unify the WSML-DL and the 
WSML-Rule with the addition of non-monotonic negation 
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Figure 32: WSML Language variants and Layering 

 

 
Figure 33: WSML language variants and their extensions 

As depicted by Figure 31 above in WSML there are two alternative layering (these are to a certain 
extent disjoint). The first one is based on WSML-Core, can be extended with description Logics to 
WSML-DL and with non-monotonic negation to WSML-Full. The second layering starts with WSML-
Core, extends with non-monotonic negation to WSML-Flight, and with further logic programming 
features like function symbols to WSML-Rule. Finally with the addition of non-monotonic negation 
provides the WSML-Full. 

In addition the WSML syntax is also split into two parts. The first part is the conceptual syntax that 
is designed by the perspective of the user; is easier to adopt and is independent of the underlying 
logic. The second part is the logical-expression syntax that aims the expert developer. Its more 
powerful syntax uses axioms in ontologies and capability descriptions in the goals and web services. 
First we will present the conceptual syntax and then we will make a short review of the logical-
expression syntax.   

The WSML conceptual syntax allows the modelling of: 

• Ontologies 
• Web services 
• Goals 
• Mediators 

Ontology consists of the elements concept, relation, instance, relationInstance and axiom. 
Furthermore the ontology may have non-functional properties and may import other ontologies. 
Concepts form the basic terminology in the domain. May have instances and a number of attributes 
associated with them. The concept attributes can take two forms: constraining (using ofType) that 
provide a constraint on the values of an attribute (not in WSML-Core and WSML-DL) and inferring 
(using impliesType) were the type of the attribute is inferred from the attribute definition. The relations 
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may have arbitrary arity. They may be organized in a hierarchy using subRelationOf and the 
parameters may be typed using parameter definitions of two forms: ofType to check the type of the 
parameter values or impliesType to infer the concept membership of parameter values. Instances of a 
concept can be either explicitly defined in the ontology and shared as part of the ontology, or defined 
outside the ontology in private databases. WSML does not define how to connect such a database to 
the ontology. An instance may be a member of zero or more concepts and may have a number of 
attributes associated with it. Finally, axioms provide a means to add arbitrary logical expressions to the 
ontology in order to provide constraints, to refine concepts or relation definitions, and to add arbitrary 
axiomatic domain knowledge. 

Web services describe the offered functionality. They have a capability and a number of interfaces. 
Capability describes web service functionality by expressing conditions on its prestates and poststates 
using logical expressions. It is defined by: a) preconditions that are conditions of the input, before the 
execution of the service, b) assumptions that are conditions on the current state of the world, before 
the execution of the service, c) postconditions that are relations between the input/output and d) 
effects that describe the changes in the real world caused by the service. The interface describes how 
to interact with the service from the requester’s point of view (that is the choreography), or how the 
service interacts with other services and goals in order to fulfill its function from the provider’s point of 
view (orchestration). 

Goals describe the desired functionality and consist of the same modelling elements as does a web 
service description. 

Mediators connect different goals, web services, and ontologies solving their differences. They can 
be either a web service or a goal which can be used to dynamically discover the appropriate 
(mediation) web service. Connection between the mediators and the WSML elements can be 
established in two different ways: a) each WSML element allows the specification of a number of 
mediators to be used through the keyword usesMediator and b) with the declaration of zero, one, or 
more sources and the definition of zero or one targets. 

The general logical expression syntax for WSML has: 

• first order logic: constants, functions symbols, variables, predicates, and logical connectives 
• extensions based on F-Logic like: constants, attributes, attribute definitions, subconcept , 

and concept membership relationships 
• extensions based on logic programming like: default negation (negation-as-failure), LP-

implication, and database style integrity constraints 

In short the key features of WSML are: 

• one syntactic framework for a set of layered languages as no single language will be 
sufficient for all user cases 

• normative human-readable syntax, that provides a language flavor easy to read and 
understand by early adopters (WSML-Core) 

• separation of conceptual and logical modeling, as stated the conceptual syntax is 
independent of the underlying logical language while the logical expression syntax allows 
experts users to refine the definitions of the conceptual syntax using the full expressive 
power of the underlying logic 

• semantics are based on well-known formalisms, as WSML captures well-known formalisms 
such as datalog and description logics in a unifying framework, while maintaining the 
established computational properties of the original formalisms through proper syntantic 
layering 

• support of WWW standards, WSML adopts IRI, namespaces of XML and datatypes of XML 
Schema,  Datatypes functions that are based on functions and operators of XQuery, and 
defines XML syntax and RDF syntax for exchange over the Web 

• frame-based syntax, that allows the use of frames in logical expressions 

8.6.2 WSMO-LITE 
WSMO-LITE provides a unifying SAWSDL framework for lightweight semantic descriptions of WS-* 

and RESTful [96] web services, in order to support automation of web service tasks such as discovery, 
selection, and composition.  
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Figure 34: Semantic Web service descriptions with WSMO-LITE 

As depicted above Figure 15 on the left hand side shows that SAWSDL extends the WS-* service 
description language with semantic annotations, while on the right hand side presents the 
technologies for describing and semantically annotating RESTful services: hREST [96] and 
MicroWSMO [96]. hRESTS is a microformat for structuring common HTML documentation of RESTful 
APIs to make them machine processable. MicroWSMO is an extension of hRESTS that adds 
SAWSDL annotation properties. WSML-LITE is based on the following design principles: 

• proximity to underlying standards. The semantic description does not get separated from 
the underlying WSDL, as is happening with OWL-S [97] and WSMO  

• inclusion of RESTful services. WSMO-LITE defines a minimal RDF service model that 
captures the common structure of web services. Most automation algorithms need not make 
a separation between WS-* and RESTful services, with the exception of the algorithms that 
involve in the actual service invocations  

• minimality. Determines the kind of semantics that fit in SAWSDL and brings SAWSDL to 
RESTful services. Designed as the common ground of various previous approaches 

• light weight implementation with small vocabulary for service semantics, adds few new 
constructs on top of existing technology   

• modularity, as increasing needs for automation can be met by incrementally adding and 
refining semantic annotations  

8.6.2.1 Service Model 

The WSMO-LITE service model is rooted in the concept of service. It does not separate the 
interface from the service. The interface is just an indirection between a service and its semantic 
annotations, with no added value. Operations have input and output messages and potentially input 
and output faults. The service model is mirrored straightforwardly in RDFS [98] ontology. It contains 
three classes wl:Service, wl:Operation and wl:Message, and five properties: wl:hasOperation, 
wl:hasInputMessage, wl:hasOutputMessage, wl:hasInputFault and wl:hasOutputFault. Instances of 
this RDFS ontology are created as the result of parsing semantically annotated WSDL or hRESTS 
descriptions. The upper part of the Figure 2 shows the structure of the service description with the 
separation of the semantics and the non-semantics aspects, while Figure 3 presents the concepts that 
make up the service model and their relationships. 
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Figure 35: Structural view with functional, nonfunctional, behavioral, and information semantics 

  

 
Figure 36: WSMO-LITE web service description model 

8.6.2.2 WSMO-LITE Ontology of Service Semantics 

WSMO-LITE service model has four types of semantics that we can described in order to support 
automation:  

• functional semantics that specify the service functionality, that is what a service can offer to 
its clients when it is invoked, are represented in WSMO-LITE as capabilities and/or 
functionality classifications: 

• capability defines preconditions which must hold in a state before the client can invoke the 
service, and effects which hold in a state after the service invocation 

• functionality classifications define the service functionality using some classification 
ontology 

• nonfunctional semantics,  define details specific to the implementation or the service 
running environment. Are represented using an ontology that semantically captures some 
policy or other nonfunctional properties 

• behavioural semantics, specify actions that the client needs to follow when consuming a 
service’s functionality. Are represented by annotating the service operations with functional 
descriptions, i.e., capabilities and/or functionality classifications 

• information semantics define input, output, and fault messages of actions. Are represented 
using domain ontologies 
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Figure 37: Structure and use of WSMO-LITE service ontology 

Figure 37 illustrates the WSMO-LITE annotations in relation to the service model, as depicted in 
the Figure 36. Centrally-located components of the service model (Service, Operation, and Message) 
are annotated with pointers to domain-specific descriptions that fit the service semantics classes 
defined in WSMO-LITE. 

8.6.3 Annotating WSDL with WSMO-LITE 
On the first two columns Table 2 presents the type of the semantics (functional, nonfunctional, 

behavioral, and information model) and the corresponding service model component they get 
attached. Third column shows in which WSML elements the annotations are placed. 

Table 2: WSMO-LITE semantics and their match with the service model and WSDL components 

 

8.6.3.1 Deployment of semantic descriptions 

The concept descriptions can be available on the publicly on the Web, discoverable through their 
URIs or embedded in the WSDL documents alongside the annotations, or stored in a local repository 
that the clients are expected to be able to access. Except from accessing concept descriptions we 
need to adapt the existing algorithms to WSMO-LITE. This involves: a) reconciliation of terminology 
and b) refinement of WSMO-LITE semantics. In conclusion WSMO-LITE has two effects on 
terminology that have to be accepted in an adapted algorithm:  

• first, WSMO-LITE takes the SAWSDL point of view building bottom-up on the underlying 
technical descriptions, as opposed to top-down from a semantic model;  

• and second, WSMO- LITE distinguishes the four types of semantics (functional, 
nonfunctional, behavioral and information) and it species the five RDFS classes to express 
them  

8.6.3.2 WSMO-LITE versus WSMO & OWL-S 

As presented in Table 3 WSMO-LITE has the following difference from WSMO and OWL-S: a) they 
have different scope. WSMO is a comprehensive framework that covers all areas of semantic 
descriptions around services, while WSMO-LITE deals only with service descriptions, b) WSMO deals 
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both with choreography and orchestration process descriptions while WSMO-LITE describes only the 
outward behaviour of the services, c) WSMO-LITE builds directly on WSDL and SAWSDL, while both 
WSMO and OWL-S remain independent of Web service technologies, d) on the side of Semantic Web 
standards RDF and OWL, both WSMO-LITE and OWL-S use them directly, while WSMO provides its 
own ontology language, e) WSMO  comes with syntax that is human readable and provide exchange 
formats in XML  and RDF, f) in contrast WSMO-LITE uses RDF as its representational format, g) 
WSMO-LITE in contrast with WSMO and OWL-S provides support for RESTful services and 
functionality classifications. 

Table 3: Summary of comparison of WSMO-LITE, WSMO and OWL-S 

 

8.7 Data Mediation  
Data mediation and interlinking in general and semantic data mapping in particular have been very 

well explored research areas in the last decade. A multitude of methodologies and approaches have 
been developed in order to cover the more and more demanding requirements. Graphical tools as 
support for semi-automatic solutions, machine learning algorithms for automatic approaches, 
languages and formalisms to capture the semantic relationships were delivered and applied in several 
domains. All of them have advantages and disadvantages but do not provide a general solution to the 
already old problem of data mediation. In the rest of this section we revisit some of the approaches 
that are most relevant for data mediation. There are three classes of application that require data 
mediation and interlinking [99], namely Information Integration and the Semantic Web, Data Migration 
and Ontology Merging. 

Information Integration and the Semantic Web is referring to intelligent integration [100] that should 
be able to integrate a large variety of data sources (not necessarily databases), should be based on 
semantics by means of ontologies and should provide an advanced query processor (which includes 
facilities for content extraction, data abstraction and a semantic-based query interface). 

Several approaches are addressing this type of intelligent information, like Infomaster [101] which 
focuses on distribution and heterogeneity of data, Observer [102], with the focus on vocabulary 
sharing. This problem was also addressed in the context of business to business scenario [103]. As 
the result of the integration, the user is enabled to ask queries to a mediated schema which usually is 
designed to capture the domain relevant aspects of the integrated data sources. Usually such a 
schema is a logical one; it does not contain any physical data but a set of mapping rules that links the 
view with the target data sources. 

Data Migration deals with the translation of data/knowledge between two different data sources 
with different representations. This means that the migration must be guided by a set of well defined 
mapping rules that should cover (as much as possible) the mismatches between the two 
representations. An illustrative approach for the data migration was developed in CLIO project26

Ontology merging is required when there is need for the combination of several ontologies into a 
single, coherent one. In general, the source ontologies that are independently developed may model 
overlapping domains and may use different vocabularies. Usually a merging process begins by 

. 

                                                      
26 http://queens.db.toronto.edu/project/clio/ 
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defining a set of mapping rules between the input ontologies and continues with finding an algorithm to 
create the minimal ontology that covers the initial ones. 

Several approaches are addressing the ontology merging problem, the most well-known being 
PROMPT [104], FCA-Merge [105] and OMEN [106]. 
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9 Appendix B: Common Terminology 
To facilitate the specification of the Runtime Infrastructure and its placement within the Envision 

platform we introduce a glossary of the concepts and associations which together comprise the 
Envision Runtime Infrastructure. A graphical illustration of this glossary is presented in Figure 38.  

All boxes highlighted in purple constitute the main components of the Runtime Infrastructure, whilst 
the orange ones are external to the Runtime Infrastructure. Boxes painted in blue describe the types 
of services used/provided by the infrastructure and the ones in white the abstract resources and/or 
internal features utilized by it. 

 
Figure 38: Runtime Infrastructure Concept Map 

According to Figure 38 the main components (or services) of the Runtime Infrastructure comprises 
the following: 

• The Process Deployment Service, which interacts with the Workflow editor and supports the 
deployment of the provided service chains, i.e. MaaS process descriptions, and the 
extraction of extended BPEL process specifications and appropriate Semantic Context 
Space Engine queries for the discovery of related information, 

• The Process Optimizer component, which leverages the enhancement of the provided 
MaaS process descriptions with the addition of appropriate data-driven adaptation points, 
upon request of the Process Deployment Service, 

• The Process Execution Service that supports the execution of extended process 
specifications and the adaptation of process instances upon the discovery of related 
information, 

• The Semantic Context Space Engine (SCS Engine), which facilitates the collection and 
discovery of semantically annotated information from several external sources, and  

•  The Data Mediation Service, that supports the semantically based automated mediation of 
data exchanged among services. 

In the Envision platform process specifications are expressed as service compositions which may 
consist of OGC services, e.g. Web Feature services, Web Coverage services, Sensor Observation 
services, Web Processing services, and classical Web services. Such compositions are exposed as 
Web services that can be invoked by end-user applications using web service standards.  

To facilitate their operations the components of the Runtime Infrastructure will also have to interact 
with other components of the Envision Platform. More specifically the Process Deployment service 
receives requests by the Workflow Editor for the deployment of process specifications.  

During the optimization phase the Process Optimizer retrieves and manipulates the ontologies 
used for the description of services and identifies additional related services that may be used for the 
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manipulation of relevant information. To facilitate these actions the process optimizer interacts with the 
Semantic Catalogue service and the Ontology Repository. 

9.1 Glossary  
In this section we provide a glossary of the main terms and concepts presented throughout the 

document. 

Term Explanation 

Process adaptation Process adaptation refers to the modification of a process chain 
so as to accommodate changes in terms of requirements, 
middleware or context  

Data-driven process adaptation It refers to the adaptation of a service process based on the 
existence of related information 

Service process enhancement In the context of this deliverable process enhancement refers to 
the provision of appropriate extensions to the process 
specification so as to support process adaptation 

Distributed Process Execution In the context of this deliverable it refers to the execution of a 
process chain in totally distributed manner over a p2p organized 
infrastructure 

Envision Execution Infrastructure The Envision Execution Infrastructure is the middleware used for 
the execution of service chains. It comprises of a set of 
components which facilitate the data-driven adaptation of 
services, the collection of contextual information, the execution of 
service chains and the semantically-based data mediation of 
services. 

Service Orchestration Engine Is a component of the Envision Execution Infrastructure catering 
for the distributed execution of service chains as well as for their 
adaptation upon the retrieval of relevant information from the 
Semantic Context Space Engine. Adaptation is directed by the 
adaptation steps included in the enhanced service chain 
specification provided by the Process Optimizer. 

Semantic Context Space Is a component of the Envision Execution Infrastructure 
supporting the collection and sharing of semantically and spatially 
annotated information elements. 

Process Optimizer Is a component that supports the enhancement of service chains 
based on suggestions made by appropriate planning algorithms 
so as to facilitate the data-driven adaptation 

Observation Expander Is a subcomponent of the Process Optimizer used for the 
expansion of observation sets and activity sets associated to a 
service chains and their respective pruning from the inclusion of 
unrelated observations and services respectively 
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