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Executive Summary 
This deliverable contains an analysis of existing query containment algorithms 
and their implementations. Query containment is a well-known technique from 
logics and databases theory that can be used to implement service discovery. 
With this analysis we aim to indentify algorithms that can be implemented in the 
next releases of IRIS, the engine that provides the reasoning support for 
implementing discovery in ENVISION. This document present the latest 
developments of the IRIS reasoning engine, focusing on those features that 
enrich the query containment based on Frozen Facts already available in IRIS. 
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1 Introduction  
The ENVISION project provides an ENVIronmental Services Infrastructure with 
Ontologies that aims to support non ICT-skilled users in the process of semantic 
discovery and adaptive chaining and composition of environmental services. 
Innovations in ENVISION are: on-the-Web enabling and packaging of 
technologies for their use by non ICT-skilled users, support for migrating 
environmental models to be provided as models-as-a-service (MaaS), and the 
use of streaming data for harvesting information for dynamic building of 
ontologies and adapting service execution.  
The ENVISION Environmental Decision-Support Portal supports the creation of 
web-based applications enabling dynamic discovery and visual service chaining. 
The ENVISION Ontology Infrastructure provides support for visual semantic 
annotation tools and multilingual ontology management. The ENVISION 
Execution Infrastructure comprises a semantic discovery catalogue and a 
semantic service mediator based on a generic semantic framework and adaptive 
service chaining with data-driven adaptability.  
As part of the ENVISION Execution Infrastructure, the semantic discovery 
catalogue plays a key role in the infrastructure. More precisely the catalogue 
allows the registration of environmental services, and provides intelligent 
discovery functionality that enables the retrieval of such services. Service 
discovery can be implemented in different ways being very much depended on 
how services and requests are modelled, and what information from service and 
request descriptions is used during discovery. The semantic discovery catalogue 
uses semantic descriptions of services and requests to determine the degree of 
match between them. As always, it is important to find a good trade-off between 
the expressivity of the descriptions and the complexity of the algorithms required 
to process such descriptions during the discovery phase. In ENVISION, a 
lightweight approach for semantic annotation of services based on the WSMO-
Lite [1], more precisely on POSM1, has been adopted, extended and used for 
semantic annotations of environmental services [2]. Using WSMO-Lite/POSM, 
one can specify the preconditions and the effects of a service using WSML-Flight 
logical expressions [20]. The semantic annotations of a service, more precisely 
the preconditions and the effects can be seen as logical queries and thus solving 
the service discovery problem translates into solving the query containment 
problem. Query containment is a well-known technique from logics and 
databases theory that can be used to implement service discovery. In this 
context, the goal of this deliverable is to analyse existing approaches for query 

                                            
1 http://www.wsmo.org/ns/posm/0.1/ 
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containment, to identify approaches that can potentially be implemented in the 
future as part of IRIS (the reasoning engine supporting WSML-Flight that will be 
used to implement semantic discovery in ENVISION) and to describe the latest 
developments with respect to the query containment in IRIS.    
The rest of the document is structured as follows. Section 2 introduces and 
explains the basic notions used through the deliverable (e.g. query containment, 
service discovery). Section 3 surveys a set of query containment approaches. 
For each approach, the algorithm and main features of the approach are 
presented in details. Section 4 describes the latest updates of IRIS that provides 
the reasoning support for implementing the semantic discovery mechanism as 
part of the semantic catalogue. We focus on the latest developments and 
extensions that enrich the query containment algorithm based on Frozen Facts, 
already implemented in IRIS. Finally, Section 5 concludes the deliverable.  
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2 Background 
This section provides a short introduction into three areas, namely logic 
programming, query containment and service discovery. Our aim is to introduce 
the basic notions and concepts from the three areas that will help the reader in 
understanding the following sections. 

2.1 Logic programming and Datalog 
Logic programming (LP) [22] is a declarative knowledge representation formalism 
which can be used to solve logical reasoning problems that are decidable. 
Knowledge is represented as Horn formulae. A typical Horn formula is a disjunc-
tion of literals with at most one positive literal, in which all variables are univer-
sally quantified. A Horn formula is of the following form: 

! 

q" n1# ...# nm 
There are three types of Horn formulae: rules, facts or queries. A rule is a Horn 
clause with one positive literal, and a least one negative literal. The positive literal 
is called the head of the rule. The conjunction of the negative literals 

€ 

n1∧ ...∧ nm  is 
called the body of the rule. A fact is nothing more then a rule without a body and 
a query is a rule without a head. A logic program consists of a set of horn 
clauses. A clause is a disjunction of literals, while a literal is an atomic formulae 
or its negation.  
One of the most interesting subset of Logic Programming with support for data-
bases is Datalog. Datalog is the most prominent language for deductive data-
base, which are a combination of conventional databases, knowledge bases and 
inference engines. In Datalog the relations are represented by predicates sym-
bols. One can also define conjunctives queries in Datalog that are rules in which 
a predicate is defined in terms of one or more predicates other than itself. The 
predicates appearing in the body of a conjunctive query are referred to as the 
query's subgoals. 

2.2 Query Containment 
Query containment problem is about determining whether the results of a query 
are contained within the results of another query. If such a relation exists 
between the queries, it is independent of the data against which the queries are 
executed, i.e. it holds for any set of instances or data. The query containment 
originates from the database field and solutions to this problem have been 
applied to related query optimization ([4], [4], [3]), query rewriting ([6], [7], [8]) and 
other database related problems. Query containment is known to be undecidable 
for relational algebra and SQL but decidable and NP-complete for conjunctive 
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queries [3]. In logics settings, conjunctive queries can be easily represented as 
Datalog rules [9], Datalog being a query and rule language which is a subset of 
Logic Programming [10]. A conjunctive query is a safe, nonrecursive Datalog rule. 
Formally, query containment is defined as follows: 

 

meaning that  is contained in  if and only if the result of applying  to any 
database  is contained in the result of applying  to the same database. 

Query containment has been studied under various language expressivities, for 
examples considering or not built-in predicates. Built-ins are predicates that allow 
comparisons between terms ( ). In [3] and [11], query containment is 
studied without considering built-ins, while in [12], it is actually the opposite. As 
we will see later on, there are many use-cases that require expressive language 
with built-ins support.  
One notion that is closely related to the notion of query containment is 
containment mapping. A containment mapping for two queries  and  is a 
mapping from the variables of  to the variables and constants of  that maps 
each subgoal of  to a subgoal of  and does the same with the heads of  
and . Query containment and containment mapping are hard coupled, 
meaning that  is contained in  (

€ 

Q1 ⊆Q2) if and only if there is a containment 
mapping from  to . 

2.3 Service Discovery 
A discovery mechanism that considers functionality, inputs and outputs of 
services, and respectively responds to keyword-based queries, is in principle 
more scalable but has relatively low precision and recall. On the other hand, a 
discovery mechanism that uses complex logic or mathematical descriptions of 
the services and requests has relatively high precision and recall but is at the 
same time more computationally intensive than the ‘lightweight’ version based on 
keywords. A trade-off between the completeness of the descriptions and 
computation complexity is required to obtain satisfactory results (high precision 
and recall) in a reasonable amount of time and with reasonable resources. 
Semantic annotation of services using lightweight annotation mechanisms 
provides the proper balance between the completeness of descriptions and 
complexity of reasoning tasks.  
In ENVISION, the approach used for enabling semantic annotation of services is 
based on WSMO-Lite [1], more precisely on POSM2. POSM is a lightweight 

                                            
2 http://www.wsmo.org/ns/posm/0.1/ 
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approach to the structural description of procedure-oriented Web services, 
compatible with WSMO-Lite. POSM fills the SAWSDL annotations with semantic 
service descriptions. POSM builds on Web service descriptions in RDF, which in 
addition is suitable for the growing Linked Open Data3 (LOD) community. It 
contains generic statements of Web services, e.g. a service has an operation, 
which has input and output messages. POSM, similar to the WSDL description of 
a Web service, includes elements describing the operations, which are provided 
by the service.  
The POSM model is adopted and extended for OGC services in ENVISION [2]. A 
detailed description of the service modeling in Envision is available in [23]. In 
short, an OGC Web Service (OWS) is a subclass of 
wsl:FunctionalClassificationRoot and has the getCapabilities operation with its 
input and output messages. For example an SOS service has a corresponding 
service class, i.e. sos:SensorObservationService which is a subclass of the 
OGCWebService class. Through the hasOperation relation we can attach to the 
service the operations this service can perform, as well as the description of 
inputs and outputs. 
Using the extended lightweight service model introduced in [23], the semantic 
catalogue will determine the relevant OGC services given a user request. 
Various parts of the semantic description can be used for discovery. One 
approach is to consider the functional classification hierarchy and implement 
semantic discovery as a reasoning task on class hierarchies. In the same line of 
reasoning we can consider only the effect of a goal or service specified as simple 
abstract objects to specify the targeted or the delivered output of a goal or 
service. We can go further and consider more of the service descriptions, i.e. the 
input and outputs (preconditions and effects) of the service. The discovery 
problem can be formulated as the query containment problem when trying to 
determine if a service match a goal. What is needed is to describe the goal and 
the service as queries. More details about the semantic discovery and the 
integration with the OGC catalogue are provided in [24]. 
 

 

 

 

 

                                            
3 http://linkeddata.org/ 
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3 Query containment approaches  

3.1.1 Frozen Facts 
The “Frozen Facts” algorithm proposed in [13] takes a logic-based approach for 
solving the query containment problem. Query containment is translated into 
checking the logical implication between the bodies of the queries. Given two 
conjunctive queries ,  and a set of Datalog rules , we need to check if  is 
contained in  (

€ 

Q1 ⊆Q2). First, the algorithm constructs an empty database . 
It then “freezes” the body of the query  meaning that it replaces each variable 
in the body with a new constant. The next step is to insert, for each literal of the 
query , one tuple into . The values in tuples are the new constants intro-
duced in the previous step. The last step is to query  for Q2 with respect to the 
set of Datalog rules . If the tuples that we obtain are the ones that appear in , 
then  is contained in  (

€ 

Q1 ⊆Q2). 
The following simplified example from [17] shows how “Frozen Facts” works. 
Let’s consider the following two queries: 
 

€ 

Q1 : ?← r1(a,b),r2(b,b) 

! 

Q2 : ?" r1(x,y),r2(y,z)  
 
First, we “freeze”  by replacing the variables with new constants 

! 

[a " 0,b " 1] 
and obtain: 

€ 

Q1 : ?← r1(0,1),r2(1,1)  
The next step is to create a database  with two relations, r1 and r2, and insert 
the tuples  and  into 

€ 

r1 and 

! 

r2 , respectively. We then query  for 

! 

Q2 . 
We obtain only one tuple  that is also in 

! 

Q1 and thus we conclude that 

€ 

Q1 is 
contained in 

€ 

Q2.  

3.1.2 Query Containment Checker 
In [14], Penabad proposes a general procedure to decide containment of 
conjunctive queries. The proposed approach considers two different semantics 
(set-theoretic and bag-theoretic) and the presence or absence of built-in 
predicates in the queries. The general procedure is called Query Containment 
Checker. The algorithm includes three basic steps: 
1. Builds , a set of canonical databases for  

2. Applies  and  to all canonical databases  
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3. Tests if  

To compute the query containment, the Canonical Database Set of a query 
(CDBS) needs to be built first from the body of the query using a procedure that 
generates all the non-isomorphic Q-mappings [15]. CDBS contains thus all 
assignment mappings that can be applied from a query to any database in order 
to obtain a new fact, and represents the finite set of databases with un-
interpreted constants in its facts. 
The second step of the algorithm implies that the two queries  and  are 
applied against all canonical databases  in order to derive the 
canonical fact . Finally, we check the containment, which is holding if and only 
if  obtains the canonical fact from all  in  

The rest of the section shows how the Query Containment Checker can be used 
for a simple example. 
To explain how the algorithm is working let’s consider the following case (based 
on an example from [14]) that includes the following two queries: 
 

€ 

Q1 :q(a,b)← r(a,b),r(b,c), p(a,d), p(d,a),a ≥ b,b > c  

€ 

Q2 :q(a,b)← r(a,b),r(a,v), p(m,w),a≥ v,m > w  
 
The following containment mappings exist between 

€ 

Q2 and 

! 

Q1: 

€ 

γ1(a) = a , 

! 

"1(b) = b , 

€ 

γ1(v) = b, 

€ 

γ1(m) = a , 

! 

"1(w) = d  
 

€ 

γ 2(a) = a, 

€ 

γ2(b) = b, 

€ 

γ2(v) = b, 

€ 

γ2(m) = d , 

€ 

γ2(w) = a  
 
Given these containment mappings we can not imply the 

€ 

Q2 built-ins predicates, 
namely 

€ 

a≥ v,m > w from 

€ 

Q1 built-ins predicates 

€ 

a ≥ b,b > c . 
We can however deduce the query containment relation between the two queries 
by applying the three steps Query Containment Checker algorithm: 
  
1. Builds , a set of canonical databases for 

! 

Q1 

From the body of 

! 

Q1 we can build 15 canonical databases by replacing 

! 

a,b,c,d  
with constants. The following 15 combinations can be created: 

€ 

A,A,A,A, 

! 

A,A,A,B
,

€ 

A,A,B,A ,

€ 

A,B,A,A , 

! 

B,A,A,A , 

! 

A,A,B,B , 

€ 

A,B,A,B , 

! 

A,B,B,A , 

! 

A,A,B,C , 

€ 

A,B,A,C , 

€ 

A,B,C,A , 

! 

B,A,A,C , 

€ 

B,A,C,A , 

€ 

B,C,A,A , 

€ 

A,B,C,D. From these canonical databases 
only options 3,6,9,11,13,14 and 15 are valid. The others do not fulfill the con-
strains defined by the built-ins predicates. 
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2. Applies 

€ 

Q1 and 

€ 

Q2 to all canonical databases  

The canonical facts 

€ 

tD  that 

€ 

Q2 should obtained are tuples of constants that corre-
spond to 

€ 

(a,b)  in the 15 canonical databases identified above. For example, for 
the 3rd database, 

! 

(a,b)  is 

! 

(A,A). To check if the canonical fact is included in 

€ 

Q2(d)

, we need to check the satisfiability of the associated formula 

€ 

F  that contains all 
the constrains. For example, for the 3rd database, formula

€ 

F  to be checked is 

€ 

A ≠ B∧ A ≥ A∧ A > B∧¬(A ≥ A∧ A ≥ A)∧¬(A ≥ B∧ A ≥ A) . This formula can be 
transformed by eliminating the negations and conjunctions of the constraints We 
obtain a new formula that can simply be checked for unsatisfiability 

€ 

[A ≠ B∧ A ≥ A∧ A > B∧ A < A∧ A < B]∨ [A ≠ B∧ A ≥ A∧ A > B∧ A < A∧ A < A]. Since 
the formula is unsatisfiable we can derive that the canonical fact 

! 

td3
" Q2(d3) 

4. Tests if  

The computation performed at step 2 is performed for the rest of valid canonical 
databases (3,6,9,11,13,14 and 15) and we check if 

€ 

td i ∈Q2(di). If this is the case 
we proved the query containment relation between 

! 

Q1 and 

€ 

Q2. 

3.1.3 Query containment based on literal containment 
In [17], an approach for query containment based on solving literal containment 
problems is proposed. Determining whether a query  is contained in another 
query implies computing the containment mapping from  to . It is a two-
step approach that includes: 1) decomposition of query containment into literal 
containment and 2) composition of containment mappings between literals in 
containment mappings between queries. 
Testing the query containment is done using the following algorithm: 

1. For each literal  of the query  compute the set  of all target literals in 
 

2. Select one literal from  and check if the corresponding partial 
containment mapping (PCM) are pair-wise compatible to each other 

3. If the answer to 2. is positive, return true 
4. If all tests at 2. are unsuccessful, return false. 

 
To exemplify how the algorithm is working let’s consider the following case 
(based on an example from [17]) that includes the following two queries: 
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€ 

q1(a,b)← r(a,b),p(b,c),c <100,b < c  

€ 

q2(x,y)← r(x,y),p(y,z),z < 50,z < y 
Testing the query containment between 

! 

q2  and 

! 

q1 can be done following the 
previously introduced algorithm. 

1. For each literal  of the query  compute the set  of all target literals in 
 

The set of target literals are as follows 

! 

L(x) ={a}, 

€ 

L(y) = {b} , 

€ 

L(z) = {c} 

2. Select one literal from  and check if the corresponding partial 
containment mapping (PCM) are pair-wise compatible to each other 
For each of target literal we check if the partial containment mappings 
(PCM), namely 

€ 

h1 = [a→ x,b→ y]  and 

! 

h2 = [b " y,c " z]  are pair-wise 
compatible. From the constraints of the two queries we can derive that

€ 

z < 50∧ z < y  from 

! 

q2  and 

€ 

c <100∧b < c  from 

! 

q1 . The last constraint 
becomes 

! 

z <100 " y < z  given the containment mappings 

! 

h1 and 

€ 

h2 . From 

! 

z < 50 " z < y  and 

€ 

z <100∧ y < z  we can see that the containment 
mappings 

€ 

h1  and 

€ 

h2  are not compatible since 

! 

y < z  and 

€ 

y > z  are 
incompatible. 

3. If the answer to 2. is positive, return true 
4. If all tests at 2. are unsuccessful, return false. 

The test at step 2. are unsuccessful thus the answer is false meaning there is no 
containment relation between the two queries. 

3.1.4 Unified Apriori-like query containment 
In [18], a query containment algorithm for conjunctive queries containment with 
support for arithmetic comparisons and safe negation is proposed. The algorithm 
considers, in a recursive way, only the containment mappings between the 
positive sub-goals of the queries, instead of all the symbol mappings. By doing 
so the algorithm reduces very much the time complexity of determining whether 
there is a containment relation between the queries. Given two queries,  and  
between which we want to check the containment , the ultimate goal of the 
algorithm is to find a more specific query  of , such that there exists a 
canonical dataset of  and evaluating  on this dataset returns no answers. If 
such a query  exists, then  is not contained in , otherwise we have the 
containment relation between the two queries. The key problem in solving the 
query containment in this way is how to efficiently generate the most specific 
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queries of a given query . The authors show that is sufficient to syntactically 
extend the given query  by adding subgoals of the form 

€ 

ρi (co(cnj ))  to the given 
query .  is the containment mapping from positive subgoals of  to the 
subgoals of ,  is either a negated subgoal or an arithmetic comparison and 

 is the complement. 

Let’s consider the following example two queries: 

! 

Q1 :q()" p(X,Y ),Âp(Y,X) 

! 

Q2 :q()" p(A,B),A # B  
The unified apriori-like query containment algorithm determines first the 
containment mappings of the positive subgoals of 

! 

Q2 to those of 

! 

Q1. There is one 
containment mapping in this case, namely 

€ 

h = [a→ x,b→ y] . We can generate a 
more specific query of 

! 

Q1, namely: 

€ 

Q:q()← p(X,Y),¬p(Y,X),X = Y 

However

€ 

Q  is unsatisfiable due to the contradictory subgoals 

! 

p(X,Y )  and 

€ 

¬p(Y,X)  and thus the containment relation does not exit between the two queries. 

Among the approaches introduced above, Frozen Facts is a good candidate that 
we implemented and extended as part of the IRIS reasoner. The strategy in case 
of Frozen Facts is based on proving logical formulae, which is easier to 
implement directly in IRIS, rather then constructing containment mappings.  
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4 IRIS updates and optimizations for query con-
tainment with Frozen Facts 

4.1 IRIS reasoning engine  
IRIS (Integrated Rule Inference System)4  is a DATALOG reasoning engine 
extended with XML Schema data types, built-in predicates, function symbols and 
with well-founded default and locally stratified negation. IRIS is a reasoning 
engine that is implemented in Java and is hosted on Sourceforge5 and registered 
under the GNU Lesser GPL. IRIS includes support for a large set of data types 
including basic data types such as strings as well as more complex data types. 
IRIS supports all the XML schema data types compared to pure DATALOG 
which supports only integers and strings. This is very much inline with support of 
XML data types in WSML.   
IRIS comes with a large set of built-in predicates that can be used in the bodies 
of rules. They include: 

• Equality, inequality, assignment, unification and regular expressions. 
• Less, less or equal, greater, greater or equal, that take into account type 

and floating-point round-off errors. 
• Unary type checking, e.g. ‘is integer’, for all supported data types and bi-

nary ‘same type’ comparison. 
• Addition, subtraction, multiplication, division and modulus. 

A selection of base classes are provided so that user-defined built-in predicates 
can be created easily. Furthermore, mechanisms are provided to allow the parser 
to recognize and automatically create instances of user-defined built-ins. 
IRIS supports different deductive database algorithms and evaluation strategies, 
like for example naive evaluation, semi-naive evaluation and semi-naive 
evaluation with magic sets and sideways information passing strategy (SIPS). 
Actually IRIS uses a combination of bottom-up evaluation for simplicity, 
combined with magic sets optimization for efficiency. More details about the 
evaluation strategies and optimizations implemented in IRIS are available in [21]. 
IRIS is able to perform various reasoning tasks including query answering and 
more relevant for us, query containment. Query answering is performed with 

                                            
4 http://iris-reasoner.com 
5 http://sourceforge.net/ 
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respect to instances in the knowledge base (extensional reasoning). Query 
answering can be further subdivided into instance checking (a ground query) and 
instance retrieval. Instance checking involves a ground fact, and the 
corresponding task is to check if this fact is part of, or can be deduced from the 
current knowledge base. Instance retrieval (an open query) is focused on a 
formula with free variables and its purpose is to give substitutions for these 
variables. In general for query answering, IRIS evaluates the query over a 
knowledge base with facts and rules and returns a set of variable bindings, i.e. 
the set of all tuples satisfying the query, that can be found or inferred from the 
knowledge base. For the query containment task IRIS uses an internal 
implementation of the Frozen Facts algorithm as explained in Sections 3.1.1. 
This implementation is described in [19] as part of the SWING project6. For query 
containment, IRIS can either return a Boolean value, saying whether a query is 
contained within another query or not, or it can return the containment mapping, 
i.e. the mapping of the variables of one query to the variables of another query.  
Another nice feature of IRIS is the support for accessing external data sources 
that usually contain instances of the knowledge bases to reason over. IRIS al-
lows the user to supply external data sources at initialization time. The access to 
an external data source is done through a Java interface that abstracts particu-
larities of each individual data source through a standardized access mechanism. 
IRIS is a DATALOG reasoner, but in conjunction with the WSML2Reasoner7 
framework, supports reasoning for WSML-Core and WSMO-Flight. Using the 
WSML2Reasoner framework, knowledge expressed in WSML can be translated 
to Datalog that is provided as input to IRIS and then the interaction can be done 
through a façade interface.  

4.2 Updates and optimizations for query containment with Fro-
zen Facts 

One approach that we envision for providing semantic discovery into what is 
know as the Envision semantic catalogue will be based on query containment 
with Frozen Facts. More precisely, the approach described in [19] has been 
adopted and will be used as part of the semantic catalogue. The initial release of 
the query containment with Frozen Facts in IRIS is updated and optimized due to 
the latest developments in IRIS, including: 

1. More built-in predicates 
2. Negation and negated sub-goals 

                                            
6 http://www.swing-project.org 
7 http://www.iris-reasoner.org/wsml2reasoner 
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3. Optimization of IRIS reasoner 
The list of arithmetical and numerical built-in predicates includes binary and 
ternary built-in predicates are presented in the following table. The use of these 
buit-in predicates in the context of query containment in Envision will be 
demonstrated in the last part of this section. These predicates can be used in 
describing rules and queries that are checked for containment in Envision. 

Name Syntax Supported operation 

add ?X + ?Y = ?Z 
ADD(?X, ?Y, ?Z) 

numeric + numeric = nu-
meric 
date + duration = date 
duration + date = date 
time + duration = time 
duration + time = time 
datetime + duration = 
datetime 
duration + datetime = 
datetime 
duration + duration = 
duration 

subtract ?X - ?Y = ?Z  
SUBTRACT(?X, ?Y, ?Z) 

numeric - numeric = nu-
meric 
date - duration = date 
date - date = duration 
time - duration = time 
time - time = duration 
datetime - duration = 
datetime 
datetime - datetime = 
duration 
duration - duration = 
duration 

multiply ?X * ?Y = ?Z  
MULTIPLY(?X, ?Y, ?Z) 

numeric x numeric = nu-
meric 
 

divide ?X / ?Y = ?Z  
DIVIDE(?X, ?Y, ?Z) 

numeric / numeric = 
numeric 
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equal ?X = ?Y  
EQUAL(?X, ?Y) 

any type = same type 
numeric = numeric 
any type = different type 
(always false) 

not equal ?X != ?Y  
NOT_EQUAL(?X, ?Y) 

any type  same type 
numeric  numeric 
any type  different type 
(always true) 

less ?X < ?Y  
LESS(?X, ?Y) 

any type < same type 
numeric type < numeric 
type 

less-equal ?X <= ?Y  
LESS_EQUAL(?X, ?Y) 

any type  same type 
numeric type   numeric 
type 

greater ?X > ?Y  
GREATER(?X, ?Y) 

any type > same type 
numeric type > numeric 
type 

greater-equal ?X >= ?Y  
GREATER_EQUAL(?X, 
?Y) 

any type   same type 
numeric type  numeric 
type 

same type SAME_TYPE(?X, ?Y) any type same type as 
any type 

regular expression match REGEX(?X, ?Y) string matches pattern 
(string term) any other 
type is false 

The implementation of these predicates was available before the start of Envision 
project but part of the work carried in Envision was the integration and testing of 
the built-ins to work with Envision query containment. 
Additionally, new built-ins are supported as part of IRIS. While the built-ins listed 
in the previous table were already available as part of IRIS before the start of the 
project, the built-ins and datatypes that we list in the following were implemented 
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as part of IRIS and made available as part of the query containment in Envision 
after the start of the project. 
The new built-ins and datatypes that have been implemented and added to IRIS 
and also integrated to work with Envision Query Containment are: data type 
conversion and casting built-ins and list built-ins including all operation necessary 
to handle the work with list datatype such as append, concatenation, count, insert, 
remove, reverse, union, etc. There have been updates with respects to string 
built-ins. Usual string operations such as replace, substring, compare, etc. are 
available as built-ins. Negation and negated subgoals are also supported for 
query containment. IRIS supports (locally) stratified or well-founded negation as 
failure. Built-ins for manipulation of strings and lists, negation in query 
containment, duration optimizations and extra datatypes were developed with 
Envision support.  
The rest of this section shows the usage of some of the most relevant built-ins 
predicates as part of query containment implementation with Frozen Facts for 
solving simple problems motivated by the Envision Simple Use Case scenario8. 
These simple examples required the built-in predicates and the data types 
available in IRIS. We also show runs of the query containment algorithm for this 
examples. 
For exemplification let’s consider the SOS service and query introduced in [25], 
Section 3.1. They can be modeled as Datalog queries as follows: 

 

 

In [24] a step by step execution of FrozenFacts algorithm using the given two 
queries was also presented. Figure 2 shows the result of running the 
containment algorithm between the two queries that are represent as Datalog 
queries.  
 

                                            
8 http://envision.brgm-rec.fr/SimpleUseCase.aspx  
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Figure 1 Query containment for Simple Use Case basic scenario 

 

Besides the two queries that are checked for containment, the algorithm can also 
take into consideration a set of rules that are part of the knowledge base being 
provided. In the context of simple use case introduce before the following 
example includes modeling of knowledge using simple rules and the use of built-
in predicates i.e. 

! 

Greater(? x,? y)  or 

€ 

?x > ?y.  

€ 

?observation(?o,?v),value(?o,?v),?v > 2: −draught(?o,?v). 

€ 

?− draught(?o,?v). 

€ 

?− observation(?o,?v). 

In this example, an observation which has a value below the defined threshold of 
2 meters is an observation that indicates a risk of draught. Given this background 
knowledge it has to be checked if the query 

€ 

?− draught(?o,?v). is contained by the 
query 

€ 

?− observation(?o,?v). Figure 2 show the result of checking the containment 
between the two queries considering the background knowledge with rules using 
the comparison built-in predicates.  
 

 
Figure 2 Query containment with built-in predicates (Greater(?x,?y)) 

 
Similar to 

€ 

Greater(?x,?y)  or 

€ 

?x > ?y , the other comparison built-in predicates (i.e. 

! 

Greater_ Equal(?x,?y) , 

! 

Lesser(?x,?y) , 

! 

Lesser_ Equal(?x,?y) , 

! 

No_Equal(?x,?y) ) 
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can be used to express other knowledge that is considered by the query 
containment algorithm.  
The built-in predicates can be used not only in the rules that are part of the 
knowledge base but also as part of the queries. Let’s consider a modified 
example based on the first example in which the capability of the SOS service is 
further limited to a rectangular area specified by two coordinates ((49,1), (50,2)). 
The Datalog queries defining the service and the goal can be expressed as 
follows: 

€ 

QG : ?← ⎯ ⎯ phenomenon p( ),observation o( ),observable obs( ). 

€ 

QS : ?← ⎯ ⎯ phenomenon p( ),observation o( ),observable obs( ),waterLevelSensor s( ),
observedProperty o,p( ),isObservedBy obs,s( ),isPerformedBy o,s( ),validFor(x,y),
x >= 48,y >=1,x <= 50,y <= 2.

 

 
Figure 3 show the result of checking the containment between the two queries 
that use more built-in predicates. 

 
Figure 3 Query containment with built-in predicates (Greater, Greater_Equal, Less, 

Less_Equal) 

Updates are available also with respect to negation and negated subgoals. The 
following example shows how negation can be used. Let’s consider once more a 
simplified version of the first example, this time with negation. The Datalog 
queries defining the service and the goal can be expressed as follows: 

€ 

QG : ?← ⎯ ⎯ phenomenon p( ),observation o( ),observable obs( ). 

! 

QS : ?" # # phenomenon p( ),observation o( ),piezometricWaterLevelSensor(?s),
not _ultrasonicWaterLevelSensor(?s).
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Figure 4 shows the result of checking the containment between the two queries 
that use negation. 

 
Figure 4 Query containment with negation 

Lists and list built-ins have been added to IRIS and are currently supported. The 
following example shows the use of lists. Let’s consider once more a simplified 
version of the first example, this time with lists. The Datalog queries defining the 
service and the goal can be expressed as follows, if the service and the goal, 
offer, respectively provide more observations at once: 

€ 

QG : ?← phenomenon(p),observation(o1),observation(o2), list(o1,o2). 

€ 

QS :?← phenomenon(p),observation(o1),observation(o2),observation(o3),list(o1,o2,o3). 

Figure 5 shows the result of checking the containment between the two queries 
that use lists. 

 
Figure 5 Query containment with lists 
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5 Summary 
In this deliverable we performed a survey and analysis of some of the existing 
approaches for query containment. We have examined query containment algo-
rithms that could potentially be implemented as part of a reasoning engine such 
as IRIS. Especially the Frozen Facts approach for query containment, available 
within IRIS, has been extended through the latest developments of IRIS, includ-
ing adding negation, built in predicates, etc. Future steps include the integration 
and test of the query containment approach based on Frozen Facts as part of the 
semantic catalogue in ENVISION.  
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